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SQLAlchemy-ORM-tree

Contents:



	Installation

	API
	Managers

	ORM Extensions

	Types

	Options

	Exceptions





	Authors

	Roadmap
	dev





	History
	0.2.0-dev









An implementation for SQLAlchemy-based applications of the nested-sets /
modified-pre-order-tree-traversal technique for storing hierarchical data
in a relational database.







	Python support
	Python 2.6+, 3.3+


	SQLAlchemy
	SQLAlchemy >=0.7.5, >=0.8, >=0.9


	Source
	https://github.com/monetizeio/sqlalchemy-orm-tree


	Issues
	https://github.com/monetizeio/sqlalchemy-orm-tree/issues


	Docs
	https://sqlalchemy-orm-tree.readthedocs.org/


	API
	https://sqlalchemy-orm-tree.readthedocs.org/api.html


	Travis
	http://travis-ci.org/monetizeio/sqlalchemy-orm-tree


	Test coverage
	https://coveralls.io/r/monetizeio/sqlalchemy-orm-tree


	pypi
	https://pypi.python.org/pypi/sqlalchemy-orm-tree


	ohloh
	http://www.ohloh.net/p/sqlalchemy-orm-tree


	License
	BSD [http://opensource.org/licenses/BSD-3-Clause].


	git repo
	$ git clone https://github.com/monetizeio/sqlalchemy-orm-tree.git








	install
	$ pip install sqlalchemy-orm-tree








	install dev
	$ git clone https://github.com/monetizeio/sqlalchemy-orm-tree.git sqlalchemy-orm-tree
$ cd ./sqlalchemy-orm-tree
$ virtualenv .env
$ source .env/bin/activate
$ pip install -e .








	tests
	$ python setup.py test












Simple Example

import sqlalchemy_tree
Model = declarative_base(metaclass=sqlalchemy_tree.DeclarativeMeta)

class Page(Model):

    # This activates sqlalchemy-orm-tree.
    __tree_manager__ = 'tree'





Page.tree.register()




Indices and tables
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	Module Index

	Search Page
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Installation

At the command line:

$ easy_install sqlalchemy-orm-tree





Or from pip:

$ pip install sqlalchemy-orm-tree
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API


Managers


	
class sqlalchemy_tree.manager.TreeClassManager(node_class, options, mapper_extension, session_extension)[source]

	Node class manager, which handles tree-wide operations such as insertion,
deletion, and moving nodes around. No need to create it by hand: it is
created by :class:TreeManager.





	Parameters:	
	node_class – class which was mapped to tree table.

	options – instance of :class:TreeOptions










	
all_ancestors_of(descendant, *args, **kwargs)[source]

	Return False unless every one of the remaining positional arguments
is a ancestor of the first.






	
all_child_nodes(*args)[source]

	Return False unless every one of the positional arguments is a child node.






	
all_children_of(parent, *args)[source]

	Return False unless every one of the remaining positional arguments
is a child of the first.






	
all_descendants_of(ancestor, *args, **kwargs)[source]

	Return False unless every one of the remaining positional arguments
is a descendant of the first.






	
all_leaf_nodes(*args)[source]

	Return False unless every one of the positional arguments is a leaf
node.






	
all_root_nodes(*args)[source]

	Return False unless every one of the positional arguments is a root node.






	
all_siblings_of(sibling, *args, **kwargs)[source]

	Return False unless every one of the remaining positional arguments
is a sibling of the first.






	
any_ancestors_of(descendant, *args, **kwargs)[source]

	Return True if the first positional argument is a descendant of any
of the positional arguments that follow.






	
any_child_nodes(*args)[source]

	Return True if any of the positional arguments are child nodes.






	
any_children_of(parent, *args)[source]

	Return True if the first positional argument is the parent of any of
the positional arguments that follow.






	
any_descendants_of(ancestor, *args, **kwargs)[source]

	Return True if the first positional argument is a ancestor of any of
the positional arguments that follow.






	
any_leaf_nodes(*args)[source]

	Return True if any of the positional arguments are leaf nodes.






	
any_root_nodes(*args)[source]

	Return True if any of the positional arguments are root nodes.






	
any_siblings_of(sibling, *args, **kwargs)[source]

	Return True if the first positional argument is a sibling of any of
the positional arguments that follow.






	
filter_ancestors_of_node(*args, **kwargs)[source]

	Returns a filter condition for the ancestors of passed-in nodes.






	
filter_children_of_node(*args)[source]

	Returns a filter condition for the children of passed-in nodes.






	
filter_descendants_of_node(*args, **kwargs)[source]

	Returns a filter condition for the descendants of passed-in nodes.






	
filter_leaf_nodes()[source]

	Creates a filter condition containing all leaf nodes.






	
filter_leaf_nodes_by_tree_id(*args)[source]

	Creates a filter condition containing all leaf nodes of the tree(s)
specified through the positional arguments (interpreted as tree ids).






	
filter_leaf_nodes_of_node(*args, **kwargs)[source]

	Get a filter condition returning the leaf nodes of the descendants of
the passed-in nodes.






	
filter_next_siblings_of_node(*args, **kwargs)[source]

	Returns a filter condition identifying siblings to the right of passed-in nodes.






	
filter_parent_of_node(*args)[source]

	Get a filter condition for the parents of passed-in nodes.






	
filter_previous_siblings_of_node(*args, **kwargs)[source]

	Returns a filter condition identifying siblings to the left of passed-in nodes.






	
filter_root_node_by_tree_id(*args)[source]

	Get a filter condition returning root nodes of the tree specified
through the positional arguments (interpreted as tree ids).






	
filter_root_node_of_node(*args)[source]

	Get a filter condition returning the root nodes of the trees which
include the passed-in nodes.






	
filter_root_nodes()[source]

	Get a filter condition for all root nodes.






	
filter_siblings_of_node(*args, **kwargs)[source]

	Returns a filter condition identifying siblings of passed-in nodes.






	
query_ancestors_of_node(*args, **kwargs)[source]

	Returns a query containing the ancestors of passed-in nodes.






	
query_children_of_node(*args, **kwargs)[source]

	Returns a query containing the children of passed-in nodes.






	
query_descendants_of_node(*args, **kwargs)[source]

	Returns a query containing the descendants of passed-in nodes.






	
query_leaf_nodes(session=None, *args, **kwargs)[source]

	Returns a query containing all leaf nodes.






	
query_leaf_nodes_by_tree_id(*args, **kwargs)[source]

	Returns a query containing all leaf nodes of the tree(s) specified
through the positional arguments (interpreted as tree ids) using
filter_leaf_nodes_by_tree_id and the session associated with this
node. The session must be passed explicitly if called from a class
manager.






	
query_leaf_nodes_of_node(*args, **kwargs)[source]

	Returns the leaf nodes of the descendants of the passed-in nodes, using
filter_leaf_nodes_by_tree_id. The session used to perform the
query is either a) the session explicitly passed in, b) the session
associated with the first bound positional parameter, or c) the session
associated with the instance manager’s node.






	
query_next_siblings_of_node(*args, **kwargs)[source]

	Returns a query containing siblings to the right of passed-in nodes.






	
query_parent_of_node(*args, **kwargs)[source]

	Returns a query containing the parents of passed-in nodes.






	
query_previous_siblings_of_node(*args, **kwargs)[source]

	Returns a query containing siblings to the left of passed-in nodes.






	
query_root_node_by_tree_id(*args, **kwargs)[source]

	Returns the root nodes of the trees specified through the positional
arguments (interpreted as tree ids) using filter_root_node_by_tree_id
and the session associated with this node. The session must be passed
explicitly if called from a class manager.






	
query_root_node_of_node(*args, **kwargs)[source]

	Returns the root nodes of the trees which contain the passed in nodes,
using filter_root_node_by_tree_id. The session used to perform the
query is either a) the session explicitly passed in, b) the session
associated with the first bound positional parameter, or c) the session
associated with the instance manager’s node.






	
query_root_nodes(session=None, *args, **kwargs)[source]

	Convenience method that gets a query for all root nodes using
filter_root_nodes and the session associated with this node. The
session must be passed explicitly if called from a class manager.






	
query_siblings_of_node(*args, **kwargs)[source]

	Returns a query containing the siblings of passed-in nodes.






	
rebuild(*args, **kwargs)[source]

	Rebuild tree parameters on the basis of adjacency relations for all
nodes under the subtrees rooted by the nodes passed as positional
arguments. Specifying no positional arguments performs a complete rebuild
of all trees.





	Parameters:	order_by – an “order by clause” for sorting children nodes of each subtree.





TODO: Support order_by. What about the rest of sqlalchemy_tree. Is
any order_by used when inserting a new node?










	
class sqlalchemy_tree.manager.TreeInstanceManager(class_manager, obj, *args, **kwargs)[source]

	A node manager, unique for each node instance. Created on first access to
TreeManager descriptor from instance. Implements API to query nodes
related somehow to a particular node: descendants, ancestors, etc.





	Parameters:	
	class_manager – the TreeClassManager associated with the node class, which is
used to perform tree-altering behaviors.

	obj – particular node instance.










	
filter_ancestors(include_self=False)[source]

	The same as filter_descendants() but filters ancestor nodes.






	
filter_children()[source]

	The same as filter_descendants() but filters direct children only
and does not accept an include_self parameter.






	
filter_descendants(include_self=False)[source]

	Get a filter condition for node’s descendants.

Requires that node has tree_id, left, right and depth values
available (that means it has “persistent version” even if the node itself
is in “detached” state or it is in “pending” state in autoflush-enabled
session).

Usage example:

session.query(Node).filter(root.mp.filter_descendants()) \
                   .order_by(Node.mp)





This example is silly and meant only to illustrate the syntax for using
filter_descendants, don’t use it for such purpose as there is a better
way for such simple queries: query_descendants().





	Parameters:	include_self – bool, if set to True, include this node in the filter as well.


	Returns:	a filter clause applicable as argument for
sqlalchemy.orm.Query.filter() and others.










	
filter_leaf_nodes(include_self=False)[source]

	Creates a filter containing leaf nodes of this node instance.

Requires that node has tree_id, left, right and depth values
available (that means it has “persistent version” even if the node itself
is in “detached” state or it is in “pending” state in autoflush-enabled
session).





	Parameters:	include_self – bool, if set to True, the filter will also include this node (if it
is a leaf node).










	
filter_next_siblings(include_self=False)[source]

	Get a filter condition for the siblings of a node which occur subsequent to it in tree ordering.






	
filter_parent()[source]

	Get a filter condition for a node’s parent.






	
filter_previous_siblings(include_self=False)[source]

	Get a filter condition for the siblings of a node which occur prior to it in tree ordering.






	
filter_root_node()[source]

	Return a filter condition identifying the root node of the tree which
includes this node.






	
filter_siblings(include_self=False)[source]

	Get a filter condition for a node’s siblings.






	
get_descendant_count()[source]

	Returns the number of descendants this node has.






	
is_ancestor_of(descendant, include_self=False)[source]

	Returns True if the passed-in node is a descendant of this node.






	
is_child_node

	Returns True if the node has a parent.






	
is_child_of(parent)[source]

	Returns True if the passed-in node is parent to this node.






	
is_descendant_of(ancestor, include_self=False)[source]

	Returns True if the passed-in node is an ancestor of this node.






	
is_leaf_node

	Returns True if the node has no children.






	
is_root_node

	Returns True if the node has no parent.






	
is_sibling_of(sibling, include_self=True)[source]

	Returns True if the passed-in node is a sibling to this node.






	
next_sibling

	Returns the next sibling with respect to tree ordering, or None.






	
previous_sibling

	Returns the previous sibling with respect to tree ordering, or None.






	
query_ancestors(session=None, include_self=False)[source]

	The same as query_descendants() but queries node’s ancestors.






	
query_children(session=None)[source]

	The same as query_descendants() but queries direct children only
and does not accept an include_self parameter.






	
query_descendants(session=None, include_self=False)[source]

	Get a query for node’s descendants.

Requires that node is in “persistent” state or in “pending” state in
autoflush-enabled session.





	Parameters:	
	session – session object for query. If not provided, node’s session is used. If
node is in “detached” state and session is not provided, query
will be detached too (will require setting session attribute to
execute).

	include_self – bool, if set to True self node will be selected by query.






	Returns:	a sqlalchemy.orm.Query object which contains only node’s descendants.












	
query_leaf_nodes(session=None, include_self=False)[source]

	Returns a query containing leaf nodes of this node instance.

Requires that node has tree_id, left, right and depth values
available (that means it has “persistent version” even if the node itself
is in “detached” state or it is in “pending” state in autoflush-enabled
session).





	Parameters:	
	session – session object for query. If not provided, node’s session is used. If
node is in “detached” state and session is not provided, query
will be detached too (will require setting session attribute to
execute).

	include_self – bool, if set to True, the filter will also include this node (if it
is a leaf node).






	Returns:	a sqlalchemy.orm.Query object which contains only node’s descendants
which are themselves leaf nodes.












	
query_next_siblings(session=None, include_self=False)[source]

	Get a query containing the siblings of a node which occur subsequent to it in tree ordering.






	
query_previous_siblings(session=None, include_self=False)[source]

	Get a query containing the siblings of a node which occur prior to it in tree ordering.






	
query_root_node()[source]

	Return a query containing the root node of the tree which includes this
node.






	
query_siblings(session=None, include_self=False)[source]

	Get a query containing a nodes siblings.






	
root_node

	Return the root node of the tree which includes this node.










	
class sqlalchemy_tree.manager.TreeManager(*args, **kwargs)[source]

	Extension class to create required fields and access class-level and
instance-level API based on context.

Basic usage is simple:

class Node(object):
  tree = sqlalchemy_tree.TreeManager(node_table)

# After Node is mapped:
Node.tree.register()





Now there is an ability to get an instance manager or class manager via the
property ‘mp’ depending on the way in which it is accessed. Node.mp will
return the mapper extension until the class is mapped (useful for setting up
parameters to pass to the mapper function itself), the class manager
TreeClassManager after mapping, and instance_node.mp will return
instance_node’s TreeInstanceManager. See those classes for more
details about their public API’s.





	Parameters:	
	table – instance of sqlalchemy.Table. A table that will be mapped to the node
class and will hold tree nodes in its rows. The adjacency-list link/self-
referential foreign-key will be automatically determined, and the
additional four columns “tree_id”, “left”, “right” and “depth” will
automatically be added if necessary. table is the only one
strictly required argument.

	parent_id_field=None – a self-referencing foreign key field containing the parent node’s primary
key. If this parameter is omitted, it will be guessed joining a table
with itself and using the right part of join’s ON clause as parent id
field.

	tree_id_field='tree_id' – the name of the tree id field, or the field object itself. The field will
be created if the actual parameter value is a string and there is no such
column in the table table. If the value provided is or names an
existing SQLAlchemy column object, that object must pass some sanity
checks: it must be in table, it should have nullable=False, and
be of type TreeIdField.

	left_field='tree_left' – the same as for tree_id_field, except that the type of this column
should be TreeLeftField.

	right_field='tree_right' – the same as for tree_id_field, except that the type of this column
should be TreeRightField.

	depth_field='tree_depth' – the same as for tree_id_field, except that the type of this column
should be TreeDepthField.

	instance_manager_attr='_tree_instance_manager' – name for node instance’s attribute to cache node’s instance manager.










Warning

Do not change the values of TreeManager constructor’s arguments after
saving a first tree node. Doing so will corrupt the tree.










ORM Extensions


	
class sqlalchemy_tree.orm.TreeMapperExtension(options)[source]

	An extension to a node class’ mapper, handling insertion, deletion, and
updates of tree nodes. This class is instantiated by the manager object, and
the average developer need not bother himself with it.





	Parameters:	options – instance of TreeOptions






	
after_delete(mapper, connection, node)[source]

	Just after an existent node is updated.






	
after_insert(mapper, connection, node)[source]

	Just after a previously non-existent node is inserted into the tree.






	
after_update(mapper, connection, node)[source]

	Just after an existent node is updated.






	
before_delete(mapper, connection, node)[source]

	Just prior to an existent node being deleted.






	
before_insert(mapper, connection, node)[source]

	Just prior to a previously non-existent node being inserted into the
tree.

Sets up the tree state (tree_id, left, right and depth)
for node (which has not yet been inserted into in the database) so it
will be positioned relative to a given target node in the manner
specified by position (the insertion parameters), with any necessary
space already having been made for it.

target and position are stored on a hidden attribute of node,
having been set when TreeManager.insert was called by the user, or
otherwise auto-generated by the session’s before_flush handler.

A target of None indicates that node should become the last
root node, which is a constant-time insertion operation. (Positioning root
nodes with respect to other root nodes can be accomplished by using the
POSITION_LEFT or POSITION_RIGHT constants and specifying the
neighboring root node as target.)

Accepted values for position are POSITION_FIRST_CHILD,
POSITION_LAST_CHILD, POSITION_LEFT or POSITION_RIGHT.
POSITION_LAST_CHILD is likely to cause the least number of row
updates, so therefore it is the default behavior if position is not
specified.






	
before_update(mapper, connection, node)[source]

	Called just prior to an existent node being updated.

Possibly moves node relative to a given target node as specified
by position (when appropriate), by examining both nodes and calling
the appropriate method to perform the move.

target and position are stored on a hidden attribute of node,
having been set when TreeManager.insert was called by the user, or
otherwise auto-generated by the session’s before_flush handler upon
detection of an adjacency-list change.

A target of None indicates that node should be made into the
last root node. (Positioning root nodes with respect to other root nodes
can be accomplished by using the POSITION_LEFT or POSITION_RIGHT
constants and specifying the neighboring root node as target.)

Valid values for position are POSITION_LEFT, POSITION_RIGHT,
POSITION_FIRST_CHILD or POSITION_LAST_CHILD.

node will be modified to reflect its new tree state in the database.
Depending on the type of the move, a good many other nodes might be
modified as well.

This method explicitly checks for node being made a sibling of a root
node, as this is a special case due to our use of tree ids to order root
nodes.










	
class sqlalchemy_tree.orm.TreeSessionExtension(options, node_class)[source]

	An session extension handling insertion, deletion, and updates of tree
nodes. This class is instantiated by the manager object, and the average
developer need not bother himself with it.





	Parameters:	
	options – instance of TreeOptions

	node_class – the mapped object class for tree nodes










	
before_flush(session, flush_context, instances)[source]

	Just prior to a flush event, while we still have time to modify the flush plan.












Types


	
class sqlalchemy_tree.types.TreeDepthType(*args, **kwargs)[source]

	Integer field subtype representing an node’s depth level.






	
class sqlalchemy_tree.types.TreeEndpointType(*args, **kwargs)[source]

	Abstract base class of an integer implementing either a “left” or “right”
field of a node.






	
class sqlalchemy_tree.types.TreeIdType(*args, **kwargs)[source]

	Integer field subtype representing an node’s tree identifier.






	
class sqlalchemy_tree.types.TreeIntegerType(*args, **kwargs)[source]

	Abstract base class implementing an integer type.


	
impl

	alias of Integer










	
class sqlalchemy_tree.types.TreeLeftType(*args, **kwargs)[source]

	Integer field subtype representing an node’s “left” field.






	
class sqlalchemy_tree.types.TreeRightType(*args, **kwargs)[source]

	Integer field subtype representing an node’s “right” level.








Options


	
class sqlalchemy_tree.options.TreeOptions(table, instance_manager_attr, parent_id_field=None, tree_id_field=None, left_field=None, right_field=None, depth_field=None, _attach_columns=True)[source]

	A container for options for one tree.





	Parameters:	see TreeManager.






	
order_by_clause()[source]

	Get an object applicable for usage as an argument for
Query.order_by(). Used to sort subtree query by tree_id then
left.












Exceptions


	
class sqlalchemy_tree.exceptions.InvalidMoveError[source]

	An invalid node move was attempted. For example, attempting to make a
node a child of itself.
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	Anton Gritsay <anton@angri.ru> (author of SQLAMP)
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Roadmap


dev


	Python 2+3 support (Issue #2 [https://github.com/monetizeio/sqlalchemy-orm-tree/issues/2])

	Farey fractions isntead of integer intervals (Issue #4 [https://github.com/monetizeio/sqlalchemy-orm-tree/issues/4])

	SQLAlchemy 0.9 Declarative syntax support (Issue #3 [https://github.com/monetizeio/sqlalchemy-orm-tree/issues/3])



For more, see the issues on github [https://github.com/monetizeio/sqlalchemy-orm-tree/issues?page=1&state=open]:
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History


0.2.0-dev

Released: Ongoing
tests


	[tests] 
	Update testsuite to werkzeug/flask format.

	Split tests into multiple files

	Coveralls.io and Travis support



¶References: #11 [https://github.com/monetizeio/sqlalchemy-orm-tree/issues/11], #5 [https://github.com/monetizeio/sqlalchemy-orm-tree/issues/5], pull request 8 [https://github.com/monetizeio/sqlalchemy-orm-tree/pulls/8]










docs


	[docs] 
	__future__ imports for .py files.

	Replaces some instances of filter with list comprehensions.

	Created a py2map inside of _compat to import into code, which preserves python 2.x’s map behavior in python 3.

	Update README.rst for python 3 support

	Update setup.py classifier data

	Update Travis for python 3.3 support (they don’t have 3.4 support yet, tox passes 3.4 for me though)

	Import reduce from functools.

	Add tox.ini file.



¶References: #2 [https://github.com/monetizeio/sqlalchemy-orm-tree/issues/2], pull request 20 [https://github.com/monetizeio/sqlalchemy-orm-tree/pulls/20]





	[docs] SQLAlchemy-ORM-tree now has a ReadTheDocs page at
http://sqlalchemy-orm-tree.readthedocs.org/.Changelog

TODO

¶References: #7 [https://github.com/monetizeio/sqlalchemy-orm-tree/issues/7]










internals


	[internals] 
	PEP8

	Package modernization



¶References: #5 [https://github.com/monetizeio/sqlalchemy-orm-tree/issues/5], #6 [https://github.com/monetizeio/sqlalchemy-orm-tree/issues/6], pull request 8 [https://github.com/monetizeio/sqlalchemy-orm-tree/pulls/8], pull request 10 [https://github.com/monetizeio/sqlalchemy-orm-tree/pulls/10]
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  Source code for sqlalchemy.sql.sqltypes

# sql/sqltypes.py
# Copyright (C) 2005-2016 the SQLAlchemy authors and contributors
# <see AUTHORS file>
#
# This module is part of SQLAlchemy and is released under
# the MIT License: http://www.opensource.org/licenses/mit-license.php

"""SQL specific types.

"""

import datetime as dt
import codecs

from .type_api import TypeEngine, TypeDecorator, to_instance
from .elements import quoted_name, type_coerce, _defer_name
from .. import exc, util, processors
from .base import _bind_or_error, SchemaEventTarget
from . import operators
from .. import event
from ..util import pickle
import decimal

if util.jython:
    import array


class _DateAffinity(object):

    """Mixin date/time specific expression adaptations.

    Rules are implemented within Date,Time,Interval,DateTime, Numeric,
    Integer. Based on http://www.postgresql.org/docs/current/static
    /functions-datetime.html.

    """

    @property
    def _expression_adaptations(self):
        raise NotImplementedError()

    class Comparator(TypeEngine.Comparator):
        _blank_dict = util.immutabledict()

        def _adapt_expression(self, op, other_comparator):
            othertype = other_comparator.type._type_affinity
            return (
                op, to_instance(
                    self.type._expression_adaptations.
                    get(op, self._blank_dict).
                    get(othertype, NULLTYPE))
            )
    comparator_factory = Comparator


class Concatenable(object):

    """A mixin that marks a type as supporting 'concatenation',
    typically strings."""

    class Comparator(TypeEngine.Comparator):

        def _adapt_expression(self, op, other_comparator):
            if (op is operators.add and
                    isinstance(
                        other_comparator,
                        (Concatenable.Comparator, NullType.Comparator)
                    )):
                return operators.concat_op, self.expr.type
            else:
                return op, self.expr.type

    comparator_factory = Comparator


class String(Concatenable, TypeEngine):

    """The base for all string and character types.

    In SQL, corresponds to VARCHAR.  Can also take Python unicode objects
    and encode to the database's encoding in bind params (and the reverse for
    result sets.)

    The `length` field is usually required when the `String` type is
    used within a CREATE TABLE statement, as VARCHAR requires a length
    on most databases.

    """

    __visit_name__ = 'string'

    def __init__(self, length=None, collation=None,
                 convert_unicode=False,
                 unicode_error=None,
                 _warn_on_bytestring=False
                 ):
        """
        Create a string-holding type.

        :param length: optional, a length for the column for use in
          DDL and CAST expressions.  May be safely omitted if no ``CREATE
          TABLE`` will be issued.  Certain databases may require a
          ``length`` for use in DDL, and will raise an exception when
          the ``CREATE TABLE`` DDL is issued if a ``VARCHAR``
          with no length is included.  Whether the value is
          interpreted as bytes or characters is database specific.

        :param collation: Optional, a column-level collation for
          use in DDL and CAST expressions.  Renders using the
          COLLATE keyword supported by SQLite, MySQL, and Postgresql.
          E.g.::

            >>> from sqlalchemy import cast, select, String
            >>> print select([cast('some string', String(collation='utf8'))])
            SELECT CAST(:param_1 AS VARCHAR COLLATE utf8) AS anon_1

          .. versionadded:: 0.8 Added support for COLLATE to all
             string types.

        :param convert_unicode: When set to ``True``, the
          :class:`.String` type will assume that
          input is to be passed as Python ``unicode`` objects,
          and results returned as Python ``unicode`` objects.
          If the DBAPI in use does not support Python unicode
          (which is fewer and fewer these days), SQLAlchemy
          will encode/decode the value, using the
          value of the ``encoding`` parameter passed to
          :func:`.create_engine` as the encoding.

          When using a DBAPI that natively supports Python
          unicode objects, this flag generally does not
          need to be set.  For columns that are explicitly
          intended to store non-ASCII data, the :class:`.Unicode`
          or :class:`.UnicodeText`
          types should be used regardless, which feature
          the same behavior of ``convert_unicode`` but
          also indicate an underlying column type that
          directly supports unicode, such as ``NVARCHAR``.

          For the extremely rare case that Python ``unicode``
          is to be encoded/decoded by SQLAlchemy on a backend
          that does natively support Python ``unicode``,
          the value ``force`` can be passed here which will
          cause SQLAlchemy's encode/decode services to be
          used unconditionally.

        :param unicode_error: Optional, a method to use to handle Unicode
          conversion errors. Behaves like the ``errors`` keyword argument to
          the standard library's ``string.decode()`` functions.   This flag
          requires that ``convert_unicode`` is set to ``force`` - otherwise,
          SQLAlchemy is not guaranteed to handle the task of unicode
          conversion.   Note that this flag adds significant performance
          overhead to row-fetching operations for backends that already
          return unicode objects natively (which most DBAPIs do).  This
          flag should only be used as a last resort for reading
          strings from a column with varied or corrupted encodings.

        """
        if unicode_error is not None and convert_unicode != 'force':
            raise exc.ArgumentError("convert_unicode must be 'force' "
                                    "when unicode_error is set.")

        self.length = length
        self.collation = collation
        self.convert_unicode = convert_unicode
        self.unicode_error = unicode_error
        self._warn_on_bytestring = _warn_on_bytestring

    def literal_processor(self, dialect):
        def process(value):
            value = value.replace("'", "''")
            return "'%s'" % value
        return process

    def bind_processor(self, dialect):
        if self.convert_unicode or dialect.convert_unicode:
            if dialect.supports_unicode_binds and \
                    self.convert_unicode != 'force':
                if self._warn_on_bytestring:
                    def process(value):
                        if isinstance(value, util.binary_type):
                            util.warn_limited(
                                "Unicode type received non-unicode "
                                "bind param value %r.",
                                (util.ellipses_string(value),))
                        return value
                    return process
                else:
                    return None
            else:
                encoder = codecs.getencoder(dialect.encoding)
                warn_on_bytestring = self._warn_on_bytestring

                def process(value):
                    if isinstance(value, util.text_type):
                        return encoder(value, self.unicode_error)[0]
                    elif warn_on_bytestring and value is not None:
                        util.warn_limited(
                            "Unicode type received non-unicode bind "
                            "param value %r.",
                            (util.ellipses_string(value),))
                    return value
            return process
        else:
            return None

    def result_processor(self, dialect, coltype):
        wants_unicode = self.convert_unicode or dialect.convert_unicode
        needs_convert = wants_unicode and \
            (dialect.returns_unicode_strings is not True or
             self.convert_unicode in ('force', 'force_nocheck'))
        needs_isinstance = (
            needs_convert and
            dialect.returns_unicode_strings and
            self.convert_unicode != 'force_nocheck'
        )
        if needs_convert:
            if needs_isinstance:
                return processors.to_conditional_unicode_processor_factory(
                    dialect.encoding, self.unicode_error)
            else:
                return processors.to_unicode_processor_factory(
                    dialect.encoding, self.unicode_error)
        else:
            return None

    @property
    def python_type(self):
        if self.convert_unicode:
            return util.text_type
        else:
            return str

    def get_dbapi_type(self, dbapi):
        return dbapi.STRING


class Text(String):

    """A variably sized string type.

    In SQL, usually corresponds to CLOB or TEXT. Can also take Python
    unicode objects and encode to the database's encoding in bind
    params (and the reverse for result sets.)  In general, TEXT objects
    do not have a length; while some databases will accept a length
    argument here, it will be rejected by others.

    """
    __visit_name__ = 'text'


class Unicode(String):

    """A variable length Unicode string type.

    The :class:`.Unicode` type is a :class:`.String` subclass
    that assumes input and output as Python ``unicode`` data,
    and in that regard is equivalent to the usage of the
    ``convert_unicode`` flag with the :class:`.String` type.
    However, unlike plain :class:`.String`, it also implies an
    underlying column type that is explicitly supporting of non-ASCII
    data, such as ``NVARCHAR`` on Oracle and SQL Server.
    This can impact the output of ``CREATE TABLE`` statements
    and ``CAST`` functions at the dialect level, and can
    also affect the handling of bound parameters in some
    specific DBAPI scenarios.

    The encoding used by the :class:`.Unicode` type is usually
    determined by the DBAPI itself; most modern DBAPIs
    feature support for Python ``unicode`` objects as bound
    values and result set values, and the encoding should
    be configured as detailed in the notes for the target
    DBAPI in the :ref:`dialect_toplevel` section.

    For those DBAPIs which do not support, or are not configured
    to accommodate Python ``unicode`` objects
    directly, SQLAlchemy does the encoding and decoding
    outside of the DBAPI.   The encoding in this scenario
    is determined by the ``encoding`` flag passed to
    :func:`.create_engine`.

    When using the :class:`.Unicode` type, it is only appropriate
    to pass Python ``unicode`` objects, and not plain ``str``.
    If a plain ``str`` is passed under Python 2, a warning
    is emitted.  If you notice your application emitting these warnings but
    you're not sure of the source of them, the Python
    ``warnings`` filter, documented at
    http://docs.python.org/library/warnings.html,
    can be used to turn these warnings into exceptions
    which will illustrate a stack trace::

      import warnings
      warnings.simplefilter('error')

    For an application that wishes to pass plain bytestrings
    and Python ``unicode`` objects to the ``Unicode`` type
    equally, the bytestrings must first be decoded into
    unicode.  The recipe at :ref:`coerce_to_unicode` illustrates
    how this is done.

    See also:

        :class:`.UnicodeText` - unlengthed textual counterpart
        to :class:`.Unicode`.

    """

    __visit_name__ = 'unicode'

    def __init__(self, length=None, **kwargs):
        """
        Create a :class:`.Unicode` object.

        Parameters are the same as that of :class:`.String`,
        with the exception that ``convert_unicode``
        defaults to ``True``.

        """
        kwargs.setdefault('convert_unicode', True)
        kwargs.setdefault('_warn_on_bytestring', True)
        super(Unicode, self).__init__(length=length, **kwargs)


class UnicodeText(Text):

    """An unbounded-length Unicode string type.

    See :class:`.Unicode` for details on the unicode
    behavior of this object.

    Like :class:`.Unicode`, usage the :class:`.UnicodeText` type implies a
    unicode-capable type being used on the backend, such as
    ``NCLOB``, ``NTEXT``.

    """

    __visit_name__ = 'unicode_text'

    def __init__(self, length=None, **kwargs):
        """
        Create a Unicode-converting Text type.

        Parameters are the same as that of :class:`.Text`,
        with the exception that ``convert_unicode``
        defaults to ``True``.

        """
        kwargs.setdefault('convert_unicode', True)
        kwargs.setdefault('_warn_on_bytestring', True)
        super(UnicodeText, self).__init__(length=length, **kwargs)


class Integer(_DateAffinity, TypeEngine):

    """A type for ``int`` integers."""

    __visit_name__ = 'integer'

    def get_dbapi_type(self, dbapi):
        return dbapi.NUMBER

    @property
    def python_type(self):
        return int

    def literal_processor(self, dialect):
        def process(value):
            return str(value)
        return process

    @util.memoized_property
    def _expression_adaptations(self):
        # TODO: need a dictionary object that will
        # handle operators generically here, this is incomplete
        return {
            operators.add: {
                Date: Date,
                Integer: self.__class__,
                Numeric: Numeric,
            },
            operators.mul: {
                Interval: Interval,
                Integer: self.__class__,
                Numeric: Numeric,
            },
            operators.div: {
                Integer: self.__class__,
                Numeric: Numeric,
            },
            operators.truediv: {
                Integer: self.__class__,
                Numeric: Numeric,
            },
            operators.sub: {
                Integer: self.__class__,
                Numeric: Numeric,
            },
        }


class SmallInteger(Integer):

    """A type for smaller ``int`` integers.

    Typically generates a ``SMALLINT`` in DDL, and otherwise acts like
    a normal :class:`.Integer` on the Python side.

    """

    __visit_name__ = 'small_integer'


class BigInteger(Integer):

    """A type for bigger ``int`` integers.

    Typically generates a ``BIGINT`` in DDL, and otherwise acts like
    a normal :class:`.Integer` on the Python side.

    """

    __visit_name__ = 'big_integer'


class Numeric(_DateAffinity, TypeEngine):

    """A type for fixed precision numbers, such as ``NUMERIC`` or ``DECIMAL``.

    This type returns Python ``decimal.Decimal`` objects by default, unless
    the :paramref:`.Numeric.asdecimal` flag is set to False, in which case
    they are coerced to Python ``float`` objects.

    .. note::

        The :class:`.Numeric` type is designed to receive data from a database
        type that is explicitly known to be a decimal type
        (e.g. ``DECIMAL``, ``NUMERIC``, others) and not a floating point
        type (e.g. ``FLOAT``, ``REAL``, others).
        If the database column on the server is in fact a floating-point type
        type, such as ``FLOAT`` or ``REAL``, use the :class:`.Float`
        type or a subclass, otherwise numeric coercion between
        ``float``/``Decimal`` may or may not function as expected.

    .. note::

       The Python ``decimal.Decimal`` class is generally slow
       performing; cPython 3.3 has now switched to use the `cdecimal
       <http://pypi.python.org/pypi/cdecimal/>`_ library natively. For
       older Python versions, the ``cdecimal`` library can be patched
       into any application where it will replace the ``decimal``
       library fully, however this needs to be applied globally and
       before any other modules have been imported, as follows::

           import sys
           import cdecimal
           sys.modules["decimal"] = cdecimal

       Note that the ``cdecimal`` and ``decimal`` libraries are **not
       compatible with each other**, so patching ``cdecimal`` at the
       global level is the only way it can be used effectively with
       various DBAPIs that hardcode to import the ``decimal`` library.

    """

    __visit_name__ = 'numeric'

    _default_decimal_return_scale = 10

    def __init__(self, precision=None, scale=None,
                 decimal_return_scale=None, asdecimal=True):
        """
        Construct a Numeric.

        :param precision: the numeric precision for use in DDL ``CREATE
          TABLE``.

        :param scale: the numeric scale for use in DDL ``CREATE TABLE``.

        :param asdecimal: default True.  Return whether or not
          values should be sent as Python Decimal objects, or
          as floats.   Different DBAPIs send one or the other based on
          datatypes - the Numeric type will ensure that return values
          are one or the other across DBAPIs consistently.

        :param decimal_return_scale: Default scale to use when converting
         from floats to Python decimals.  Floating point values will typically
         be much longer due to decimal inaccuracy, and most floating point
         database types don't have a notion of "scale", so by default the
         float type looks for the first ten decimal places when converting.
         Specfiying this value will override that length.  Types which
         do include an explicit ".scale" value, such as the base
         :class:`.Numeric` as well as the MySQL float types, will use the
         value of ".scale" as the default for decimal_return_scale, if not
         otherwise specified.

         .. versionadded:: 0.9.0

        When using the ``Numeric`` type, care should be taken to ensure
        that the asdecimal setting is apppropriate for the DBAPI in use -
        when Numeric applies a conversion from Decimal->float or float->
        Decimal, this conversion incurs an additional performance overhead
        for all result columns received.

        DBAPIs that return Decimal natively (e.g. psycopg2) will have
        better accuracy and higher performance with a setting of ``True``,
        as the native translation to Decimal reduces the amount of floating-
        point issues at play, and the Numeric type itself doesn't need
        to apply any further conversions.  However, another DBAPI which
        returns floats natively *will* incur an additional conversion
        overhead, and is still subject to floating point data loss - in
        which case ``asdecimal=False`` will at least remove the extra
        conversion overhead.

        """
        self.precision = precision
        self.scale = scale
        self.decimal_return_scale = decimal_return_scale
        self.asdecimal = asdecimal

    @property
    def _effective_decimal_return_scale(self):
        if self.decimal_return_scale is not None:
            return self.decimal_return_scale
        elif getattr(self, "scale", None) is not None:
            return self.scale
        else:
            return self._default_decimal_return_scale

    def get_dbapi_type(self, dbapi):
        return dbapi.NUMBER

    def literal_processor(self, dialect):
        def process(value):
            return str(value)
        return process

    @property
    def python_type(self):
        if self.asdecimal:
            return decimal.Decimal
        else:
            return float

    def bind_processor(self, dialect):
        if dialect.supports_native_decimal:
            return None
        else:
            return processors.to_float

    def result_processor(self, dialect, coltype):
        if self.asdecimal:
            if dialect.supports_native_decimal:
                # we're a "numeric", DBAPI will give us Decimal directly
                return None
            else:
                util.warn('Dialect %s+%s does *not* support Decimal '
                          'objects natively, and SQLAlchemy must '
                          'convert from floating point - rounding '
                          'errors and other issues may occur. Please '
                          'consider storing Decimal numbers as strings '
                          'or integers on this platform for lossless '
                          'storage.' % (dialect.name, dialect.driver))

                # we're a "numeric", DBAPI returns floats, convert.
                return processors.to_decimal_processor_factory(
                    decimal.Decimal,
                    self.scale if self.scale is not None
                    else self._default_decimal_return_scale)
        else:
            if dialect.supports_native_decimal:
                return processors.to_float
            else:
                return None

    @util.memoized_property
    def _expression_adaptations(self):
        return {
            operators.mul: {
                Interval: Interval,
                Numeric: self.__class__,
                Integer: self.__class__,
            },
            operators.div: {
                Numeric: self.__class__,
                Integer: self.__class__,
            },
            operators.truediv: {
                Numeric: self.__class__,
                Integer: self.__class__,
            },
            operators.add: {
                Numeric: self.__class__,
                Integer: self.__class__,
            },
            operators.sub: {
                Numeric: self.__class__,
                Integer: self.__class__,
            }
        }


class Float(Numeric):

    """Type representing floating point types, such as ``FLOAT`` or ``REAL``.

    This type returns Python ``float`` objects by default, unless the
    :paramref:`.Float.asdecimal` flag is set to True, in which case they
    are coerced to ``decimal.Decimal`` objects.

    .. note::

        The :class:`.Float` type is designed to receive data from a database
        type that is explicitly known to be a floating point type
        (e.g. ``FLOAT``, ``REAL``, others)
        and not a decimal type (e.g. ``DECIMAL``, ``NUMERIC``, others).
        If the database column on the server is in fact a Numeric
        type, such as ``DECIMAL`` or ``NUMERIC``, use the :class:`.Numeric`
        type or a subclass, otherwise numeric coercion between
        ``float``/``Decimal`` may or may not function as expected.

    """

    __visit_name__ = 'float'

    scale = None

    def __init__(self, precision=None, asdecimal=False,
                 decimal_return_scale=None, **kwargs):
        """
        Construct a Float.

        :param precision: the numeric precision for use in DDL ``CREATE
           TABLE``.

        :param asdecimal: the same flag as that of :class:`.Numeric`, but
          defaults to ``False``.   Note that setting this flag to ``True``
          results in floating point conversion.

        :param decimal_return_scale: Default scale to use when converting
         from floats to Python decimals.  Floating point values will typically
         be much longer due to decimal inaccuracy, and most floating point
         database types don't have a notion of "scale", so by default the
         float type looks for the first ten decimal places when converting.
         Specfiying this value will override that length.  Note that the
         MySQL float types, which do include "scale", will use "scale"
         as the default for decimal_return_scale, if not otherwise specified.

         .. versionadded:: 0.9.0

        :param \**kwargs: deprecated.  Additional arguments here are ignored
         by the default :class:`.Float` type.  For database specific
         floats that support additional arguments, see that dialect's
         documentation for details, such as
         :class:`sqlalchemy.dialects.mysql.FLOAT`.

        """
        self.precision = precision
        self.asdecimal = asdecimal
        self.decimal_return_scale = decimal_return_scale
        if kwargs:
            util.warn_deprecated("Additional keyword arguments "
                                 "passed to Float ignored.")

    def result_processor(self, dialect, coltype):
        if self.asdecimal:
            return processors.to_decimal_processor_factory(
                decimal.Decimal,
                self._effective_decimal_return_scale)
        else:
            return None

    @util.memoized_property
    def _expression_adaptations(self):
        return {
            operators.mul: {
                Interval: Interval,
                Numeric: self.__class__,
            },
            operators.div: {
                Numeric: self.__class__,
            },
            operators.truediv: {
                Numeric: self.__class__,
            },
            operators.add: {
                Numeric: self.__class__,
            },
            operators.sub: {
                Numeric: self.__class__,
            }
        }


class DateTime(_DateAffinity, TypeEngine):

    """A type for ``datetime.datetime()`` objects.

    Date and time types return objects from the Python ``datetime``
    module.  Most DBAPIs have built in support for the datetime
    module, with the noted exception of SQLite.  In the case of
    SQLite, date and time types are stored as strings which are then
    converted back to datetime objects when rows are returned.

    """

    __visit_name__ = 'datetime'

    def __init__(self, timezone=False):
        """Construct a new :class:`.DateTime`.

        :param timezone: boolean.  If True, and supported by the
         backend, will produce 'TIMESTAMP WITH TIMEZONE'. For backends
         that don't support timezone aware timestamps, has no
         effect.

        """
        self.timezone = timezone

    def get_dbapi_type(self, dbapi):
        return dbapi.DATETIME

    @property
    def python_type(self):
        return dt.datetime

    @util.memoized_property
    def _expression_adaptations(self):
        return {
            operators.add: {
                Interval: self.__class__,
            },
            operators.sub: {
                Interval: self.__class__,
                DateTime: Interval,
            },
        }


class Date(_DateAffinity, TypeEngine):

    """A type for ``datetime.date()`` objects."""

    __visit_name__ = 'date'

    def get_dbapi_type(self, dbapi):
        return dbapi.DATETIME

    @property
    def python_type(self):
        return dt.date

    @util.memoized_property
    def _expression_adaptations(self):
        return {
            operators.add: {
                Integer: self.__class__,
                Interval: DateTime,
                Time: DateTime,
            },
            operators.sub: {
                # date - integer = date
                Integer: self.__class__,

                # date - date = integer.
                Date: Integer,

                Interval: DateTime,

                # date - datetime = interval,
                # this one is not in the PG docs
                # but works
                DateTime: Interval,
            },
        }


class Time(_DateAffinity, TypeEngine):

    """A type for ``datetime.time()`` objects."""

    __visit_name__ = 'time'

    def __init__(self, timezone=False):
        self.timezone = timezone

    def get_dbapi_type(self, dbapi):
        return dbapi.DATETIME

    @property
    def python_type(self):
        return dt.time

    @util.memoized_property
    def _expression_adaptations(self):
        return {
            operators.add: {
                Date: DateTime,
                Interval: self.__class__
            },
            operators.sub: {
                Time: Interval,
                Interval: self.__class__,
            },
        }


class _Binary(TypeEngine):

    """Define base behavior for binary types."""

    def __init__(self, length=None):
        self.length = length

    def literal_processor(self, dialect):
        def process(value):
            value = value.decode(dialect.encoding).replace("'", "''")
            return "'%s'" % value
        return process

    @property
    def python_type(self):
        return util.binary_type

    # Python 3 - sqlite3 doesn't need the `Binary` conversion
    # here, though pg8000 does to indicate "bytea"
    def bind_processor(self, dialect):
        if dialect.dbapi is None:
            return None

        DBAPIBinary = dialect.dbapi.Binary

        def process(value):
            if value is not None:
                return DBAPIBinary(value)
            else:
                return None
        return process

    # Python 3 has native bytes() type
    # both sqlite3 and pg8000 seem to return it,
    # psycopg2 as of 2.5 returns 'memoryview'
    if util.py2k:
        def result_processor(self, dialect, coltype):
            if util.jython:
                def process(value):
                    if value is not None:
                        if isinstance(value, array.array):
                            return value.tostring()
                        return str(value)
                    else:
                        return None
            else:
                process = processors.to_str
            return process
    else:
        def result_processor(self, dialect, coltype):
            def process(value):
                if value is not None:
                    value = bytes(value)
                return value
            return process

    def coerce_compared_value(self, op, value):
        """See :meth:`.TypeEngine.coerce_compared_value` for a description."""

        if isinstance(value, util.string_types):
            return self
        else:
            return super(_Binary, self).coerce_compared_value(op, value)

    def get_dbapi_type(self, dbapi):
        return dbapi.BINARY


class LargeBinary(_Binary):

    """A type for large binary byte data.

    The :class:`.LargeBinary` type corresponds to a large and/or unlengthed
    binary type for the target platform, such as BLOB on MySQL and BYTEA for
    Postgresql.  It also handles the necessary conversions for the DBAPI.

    """

    __visit_name__ = 'large_binary'

    def __init__(self, length=None):
        """
        Construct a LargeBinary type.

        :param length: optional, a length for the column for use in
          DDL statements, for those binary types that accept a length,
          such as the MySQL BLOB type.

        """
        _Binary.__init__(self, length=length)


class Binary(LargeBinary):

    """Deprecated.  Renamed to LargeBinary."""

    def __init__(self, *arg, **kw):
        util.warn_deprecated('The Binary type has been renamed to '
                             'LargeBinary.')
        LargeBinary.__init__(self, *arg, **kw)


class SchemaType(SchemaEventTarget):

    """Mark a type as possibly requiring schema-level DDL for usage.

    Supports types that must be explicitly created/dropped (i.e. PG ENUM type)
    as well as types that are complimented by table or schema level
    constraints, triggers, and other rules.

    :class:`.SchemaType` classes can also be targets for the
    :meth:`.DDLEvents.before_parent_attach` and
    :meth:`.DDLEvents.after_parent_attach` events, where the events fire off
    surrounding the association of the type object with a parent
    :class:`.Column`.

    .. seealso::

        :class:`.Enum`

        :class:`.Boolean`


    """

    def __init__(self, name=None, schema=None, metadata=None,
                 inherit_schema=False, quote=None, _create_events=True):
        if name is not None:
            self.name = quoted_name(name, quote)
        else:
            self.name = None
        self.schema = schema
        self.metadata = metadata
        self.inherit_schema = inherit_schema
        self._create_events = _create_events

        if _create_events and self.metadata:
            event.listen(
                self.metadata,
                "before_create",
                util.portable_instancemethod(self._on_metadata_create)
            )
            event.listen(
                self.metadata,
                "after_drop",
                util.portable_instancemethod(self._on_metadata_drop)
            )

    def _set_parent(self, column):
        column._on_table_attach(util.portable_instancemethod(self._set_table))

    def _set_table(self, column, table):
        if self.inherit_schema:
            self.schema = table.schema

        if not self._create_events:
            return

        event.listen(
            table,
            "before_create",
            util.portable_instancemethod(
                self._on_table_create)
        )
        event.listen(
            table,
            "after_drop",
            util.portable_instancemethod(self._on_table_drop)
        )
        if self.metadata is None:
            # TODO: what's the difference between self.metadata
            # and table.metadata here ?
            event.listen(
                table.metadata,
                "before_create",
                util.portable_instancemethod(self._on_metadata_create)
            )
            event.listen(
                table.metadata,
                "after_drop",
                util.portable_instancemethod(self._on_metadata_drop)
            )

    def copy(self, **kw):
        return self.adapt(self.__class__, _create_events=True)

    def adapt(self, impltype, **kw):
        schema = kw.pop('schema', self.schema)
        metadata = kw.pop('metadata', self.metadata)
        _create_events = kw.pop('_create_events', False)

        return impltype(name=self.name,
                        schema=schema,
                        inherit_schema=self.inherit_schema,
                        metadata=metadata,
                        _create_events=_create_events,
                        **kw)

    @property
    def bind(self):
        return self.metadata and self.metadata.bind or None

    def create(self, bind=None, checkfirst=False):
        """Issue CREATE ddl for this type, if applicable."""

        if bind is None:
            bind = _bind_or_error(self)
        t = self.dialect_impl(bind.dialect)
        if t.__class__ is not self.__class__ and isinstance(t, SchemaType):
            t.create(bind=bind, checkfirst=checkfirst)

    def drop(self, bind=None, checkfirst=False):
        """Issue DROP ddl for this type, if applicable."""

        if bind is None:
            bind = _bind_or_error(self)
        t = self.dialect_impl(bind.dialect)
        if t.__class__ is not self.__class__ and isinstance(t, SchemaType):
            t.drop(bind=bind, checkfirst=checkfirst)

    def _on_table_create(self, target, bind, **kw):
        t = self.dialect_impl(bind.dialect)
        if t.__class__ is not self.__class__ and isinstance(t, SchemaType):
            t._on_table_create(target, bind, **kw)

    def _on_table_drop(self, target, bind, **kw):
        t = self.dialect_impl(bind.dialect)
        if t.__class__ is not self.__class__ and isinstance(t, SchemaType):
            t._on_table_drop(target, bind, **kw)

    def _on_metadata_create(self, target, bind, **kw):
        t = self.dialect_impl(bind.dialect)
        if t.__class__ is not self.__class__ and isinstance(t, SchemaType):
            t._on_metadata_create(target, bind, **kw)

    def _on_metadata_drop(self, target, bind, **kw):
        t = self.dialect_impl(bind.dialect)
        if t.__class__ is not self.__class__ and isinstance(t, SchemaType):
            t._on_metadata_drop(target, bind, **kw)


class Enum(String, SchemaType):

    """Generic Enum Type.

    The Enum type provides a set of possible string values which the
    column is constrained towards.

    By default, uses the backend's native ENUM type if available,
    else uses VARCHAR + a CHECK constraint.

    .. seealso::

        :class:`~.postgresql.ENUM` - PostgreSQL-specific type,
        which has additional functionality.

    """

    __visit_name__ = 'enum'

    def __init__(self, *enums, **kw):
        """Construct an enum.

        Keyword arguments which don't apply to a specific backend are ignored
        by that backend.

        :param \*enums: string or unicode enumeration labels. If unicode
           labels are present, the `convert_unicode` flag is auto-enabled.

        :param convert_unicode: Enable unicode-aware bind parameter and
           result-set processing for this Enum's data. This is set
           automatically based on the presence of unicode label strings.

        :param metadata: Associate this type directly with a ``MetaData``
           object. For types that exist on the target database as an
           independent schema construct (Postgresql), this type will be
           created and dropped within ``create_all()`` and ``drop_all()``
           operations. If the type is not associated with any ``MetaData``
           object, it will associate itself with each ``Table`` in which it is
           used, and will be created when any of those individual tables are
           created, after a check is performed for its existence. The type is
           only dropped when ``drop_all()`` is called for that ``Table``
           object's metadata, however.

        :param name: The name of this type. This is required for Postgresql
           and any future supported database which requires an explicitly
           named type, or an explicitly named constraint in order to generate
           the type and/or a table that uses it.

        :param native_enum: Use the database's native ENUM type when
           available. Defaults to True. When False, uses VARCHAR + check
           constraint for all backends.

        :param schema: Schema name of this type. For types that exist on the
           target database as an independent schema construct (Postgresql),
           this parameter specifies the named schema in which the type is
           present.

           .. note::

                The ``schema`` of the :class:`.Enum` type does not
                by default make use of the ``schema`` established on the
                owning :class:`.Table`.  If this behavior is desired,
                set the ``inherit_schema`` flag to ``True``.

        :param quote: Set explicit quoting preferences for the type's name.

        :param inherit_schema: When ``True``, the "schema" from the owning
           :class:`.Table` will be copied to the "schema" attribute of this
           :class:`.Enum`, replacing whatever value was passed for the
           ``schema`` attribute.   This also takes effect when using the
           :meth:`.Table.tometadata` operation.

           .. versionadded:: 0.8

        """
        self.enums = enums
        self.native_enum = kw.pop('native_enum', True)
        convert_unicode = kw.pop('convert_unicode', None)
        if convert_unicode is None:
            for e in enums:
                if isinstance(e, util.text_type):
                    convert_unicode = True
                    break
            else:
                convert_unicode = False

        if self.enums:
            length = max(len(x) for x in self.enums)
        else:
            length = 0
        String.__init__(self,
                        length=length,
                        convert_unicode=convert_unicode,
                        )
        SchemaType.__init__(self, **kw)

    def __repr__(self):
        return util.generic_repr(self,
                                 additional_kw=[('native_enum', True)],
                                 to_inspect=[Enum, SchemaType],
                                 )

    def _should_create_constraint(self, compiler):
        return not self.native_enum or \
            not compiler.dialect.supports_native_enum

    @util.dependencies("sqlalchemy.sql.schema")
    def _set_table(self, schema, column, table):
        if self.native_enum:
            SchemaType._set_table(self, column, table)

        e = schema.CheckConstraint(
            type_coerce(column, self).in_(self.enums),
            name=_defer_name(self.name),
            _create_rule=util.portable_instancemethod(
                self._should_create_constraint),
            _type_bound=True
        )
        assert e.table is table

    def adapt(self, impltype, **kw):
        schema = kw.pop('schema', self.schema)
        metadata = kw.pop('metadata', self.metadata)
        _create_events = kw.pop('_create_events', False)
        if issubclass(impltype, Enum):
            return impltype(name=self.name,
                            schema=schema,
                            metadata=metadata,
                            convert_unicode=self.convert_unicode,
                            native_enum=self.native_enum,
                            inherit_schema=self.inherit_schema,
                            _create_events=_create_events,
                            *self.enums,
                            **kw)
        else:
            # TODO: why would we be here?
            return super(Enum, self).adapt(impltype, **kw)


class PickleType(TypeDecorator):

    """Holds Python objects, which are serialized using pickle.

    PickleType builds upon the Binary type to apply Python's
    ``pickle.dumps()`` to incoming objects, and ``pickle.loads()`` on
    the way out, allowing any pickleable Python object to be stored as
    a serialized binary field.

    To allow ORM change events to propagate for elements associated
    with :class:`.PickleType`, see :ref:`mutable_toplevel`.

    """

    impl = LargeBinary

    def __init__(self, protocol=pickle.HIGHEST_PROTOCOL,
                 pickler=None, comparator=None):
        """
        Construct a PickleType.

        :param protocol: defaults to ``pickle.HIGHEST_PROTOCOL``.

        :param pickler: defaults to cPickle.pickle or pickle.pickle if
          cPickle is not available.  May be any object with
          pickle-compatible ``dumps` and ``loads`` methods.

        :param comparator: a 2-arg callable predicate used
          to compare values of this type.  If left as ``None``,
          the Python "equals" operator is used to compare values.

        """
        self.protocol = protocol
        self.pickler = pickler or pickle
        self.comparator = comparator
        super(PickleType, self).__init__()

    def __reduce__(self):
        return PickleType, (self.protocol,
                            None,
                            self.comparator)

    def bind_processor(self, dialect):
        impl_processor = self.impl.bind_processor(dialect)
        dumps = self.pickler.dumps
        protocol = self.protocol
        if impl_processor:
            def process(value):
                if value is not None:
                    value = dumps(value, protocol)
                return impl_processor(value)
        else:
            def process(value):
                if value is not None:
                    value = dumps(value, protocol)
                return value
        return process

    def result_processor(self, dialect, coltype):
        impl_processor = self.impl.result_processor(dialect, coltype)
        loads = self.pickler.loads
        if impl_processor:
            def process(value):
                value = impl_processor(value)
                if value is None:
                    return None
                return loads(value)
        else:
            def process(value):
                if value is None:
                    return None
                return loads(value)
        return process

    def compare_values(self, x, y):
        if self.comparator:
            return self.comparator(x, y)
        else:
            return x == y


class Boolean(TypeEngine, SchemaType):

    """A bool datatype.

    Boolean typically uses BOOLEAN or SMALLINT on the DDL side, and on
    the Python side deals in ``True`` or ``False``.

    """

    __visit_name__ = 'boolean'

    def __init__(
            self, create_constraint=True, name=None, _create_events=True):
        """Construct a Boolean.

        :param create_constraint: defaults to True.  If the boolean
          is generated as an int/smallint, also create a CHECK constraint
          on the table that ensures 1 or 0 as a value.

        :param name: if a CHECK constraint is generated, specify
          the name of the constraint.

        """
        self.create_constraint = create_constraint
        self.name = name
        self._create_events = _create_events

    def _should_create_constraint(self, compiler):
        return not compiler.dialect.supports_native_boolean

    @util.dependencies("sqlalchemy.sql.schema")
    def _set_table(self, schema, column, table):
        if not self.create_constraint:
            return

        e = schema.CheckConstraint(
            type_coerce(column, self).in_([0, 1]),
            name=_defer_name(self.name),
            _create_rule=util.portable_instancemethod(
                self._should_create_constraint),
            _type_bound=True
        )
        assert e.table is table

    @property
    def python_type(self):
        return bool

    def literal_processor(self, dialect):
        if dialect.supports_native_boolean:
            def process(value):
                return "true" if value else "false"
        else:
            def process(value):
                return str(1 if value else 0)
        return process

    def bind_processor(self, dialect):
        if dialect.supports_native_boolean:
            return None
        else:
            return processors.boolean_to_int

    def result_processor(self, dialect, coltype):
        if dialect.supports_native_boolean:
            return None
        else:
            return processors.int_to_boolean


class Interval(_DateAffinity, TypeDecorator):

    """A type for ``datetime.timedelta()`` objects.

    The Interval type deals with ``datetime.timedelta`` objects.  In
    PostgreSQL, the native ``INTERVAL`` type is used; for others, the
    value is stored as a date which is relative to the "epoch"
    (Jan. 1, 1970).

    Note that the ``Interval`` type does not currently provide date arithmetic
    operations on platforms which do not support interval types natively. Such
    operations usually require transformation of both sides of the expression
    (such as, conversion of both sides into integer epoch values first) which
    currently is a manual procedure (such as via
    :attr:`~sqlalchemy.sql.expression.func`).

    """

    impl = DateTime
    epoch = dt.datetime.utcfromtimestamp(0)

    def __init__(self, native=True,
                 second_precision=None,
                 day_precision=None):
        """Construct an Interval object.

        :param native: when True, use the actual
          INTERVAL type provided by the database, if
          supported (currently Postgresql, Oracle).
          Otherwise, represent the interval data as
          an epoch value regardless.

        :param second_precision: For native interval types
          which support a "fractional seconds precision" parameter,
          i.e. Oracle and Postgresql

        :param day_precision: for native interval types which
          support a "day precision" parameter, i.e. Oracle.

        """
        super(Interval, self).__init__()
        self.native = native
        self.second_precision = second_precision
        self.day_precision = day_precision

    def adapt(self, cls, **kw):
        if self.native and hasattr(cls, '_adapt_from_generic_interval'):
            return cls._adapt_from_generic_interval(self, **kw)
        else:
            return self.__class__(
                native=self.native,
                second_precision=self.second_precision,
                day_precision=self.day_precision,
                **kw)

    @property
    def python_type(self):
        return dt.timedelta

    def bind_processor(self, dialect):
        impl_processor = self.impl.bind_processor(dialect)
        epoch = self.epoch
        if impl_processor:
            def process(value):
                if value is not None:
                    value = epoch + value
                return impl_processor(value)
        else:
            def process(value):
                if value is not None:
                    value = epoch + value
                return value
        return process

    def result_processor(self, dialect, coltype):
        impl_processor = self.impl.result_processor(dialect, coltype)
        epoch = self.epoch
        if impl_processor:
            def process(value):
                value = impl_processor(value)
                if value is None:
                    return None
                return value - epoch
        else:
            def process(value):
                if value is None:
                    return None
                return value - epoch
        return process

    @util.memoized_property
    def _expression_adaptations(self):
        return {
            operators.add: {
                Date: DateTime,
                Interval: self.__class__,
                DateTime: DateTime,
                Time: Time,
            },
            operators.sub: {
                Interval: self.__class__
            },
            operators.mul: {
                Numeric: self.__class__
            },
            operators.truediv: {
                Numeric: self.__class__
            },
            operators.div: {
                Numeric: self.__class__
            }
        }

    @property
    def _type_affinity(self):
        return Interval

    def coerce_compared_value(self, op, value):
        """See :meth:`.TypeEngine.coerce_compared_value` for a description."""

        return self.impl.coerce_compared_value(op, value)


class REAL(Float):

    """The SQL REAL type."""

    __visit_name__ = 'REAL'


class FLOAT(Float):

    """The SQL FLOAT type."""

    __visit_name__ = 'FLOAT'


class NUMERIC(Numeric):

    """The SQL NUMERIC type."""

    __visit_name__ = 'NUMERIC'


class DECIMAL(Numeric):

    """The SQL DECIMAL type."""

    __visit_name__ = 'DECIMAL'


class INTEGER(Integer):

    """The SQL INT or INTEGER type."""

    __visit_name__ = 'INTEGER'
INT = INTEGER


class SMALLINT(SmallInteger):

    """The SQL SMALLINT type."""

    __visit_name__ = 'SMALLINT'


class BIGINT(BigInteger):

    """The SQL BIGINT type."""

    __visit_name__ = 'BIGINT'


class TIMESTAMP(DateTime):

    """The SQL TIMESTAMP type."""

    __visit_name__ = 'TIMESTAMP'

    def get_dbapi_type(self, dbapi):
        return dbapi.TIMESTAMP


class DATETIME(DateTime):

    """The SQL DATETIME type."""

    __visit_name__ = 'DATETIME'


class DATE(Date):

    """The SQL DATE type."""

    __visit_name__ = 'DATE'


class TIME(Time):

    """The SQL TIME type."""

    __visit_name__ = 'TIME'


class TEXT(Text):

    """The SQL TEXT type."""

    __visit_name__ = 'TEXT'


class CLOB(Text):

    """The CLOB type.

    This type is found in Oracle and Informix.
    """

    __visit_name__ = 'CLOB'


class VARCHAR(String):

    """The SQL VARCHAR type."""

    __visit_name__ = 'VARCHAR'


class NVARCHAR(Unicode):

    """The SQL NVARCHAR type."""

    __visit_name__ = 'NVARCHAR'


class CHAR(String):

    """The SQL CHAR type."""

    __visit_name__ = 'CHAR'


class NCHAR(Unicode):

    """The SQL NCHAR type."""

    __visit_name__ = 'NCHAR'


class BLOB(LargeBinary):

    """The SQL BLOB type."""

    __visit_name__ = 'BLOB'


class BINARY(_Binary):

    """The SQL BINARY type."""

    __visit_name__ = 'BINARY'


class VARBINARY(_Binary):

    """The SQL VARBINARY type."""

    __visit_name__ = 'VARBINARY'


class BOOLEAN(Boolean):

    """The SQL BOOLEAN type."""

    __visit_name__ = 'BOOLEAN'


class NullType(TypeEngine):

    """An unknown type.

    :class:`.NullType` is used as a default type for those cases where
    a type cannot be determined, including:

    * During table reflection, when the type of a column is not recognized
      by the :class:`.Dialect`
    * When constructing SQL expressions using plain Python objects of
      unknown types (e.g. ``somecolumn == my_special_object``)
    * When a new :class:`.Column` is created, and the given type is passed
      as ``None`` or is not passed at all.

    The :class:`.NullType` can be used within SQL expression invocation
    without issue, it just has no behavior either at the expression
    construction level or at the bind-parameter/result processing level.
    :class:`.NullType` will result in a :exc:`.CompileError` if the compiler
    is asked to render the type itself, such as if it is used in a
    :func:`.cast` operation or within a schema creation operation such as that
    invoked by :meth:`.MetaData.create_all` or the :class:`.CreateTable`
    construct.

    """
    __visit_name__ = 'null'

    _isnull = True

    def literal_processor(self, dialect):
        def process(value):
            return "NULL"
        return process

    class Comparator(TypeEngine.Comparator):

        def _adapt_expression(self, op, other_comparator):
            if isinstance(other_comparator, NullType.Comparator) or \
                    not operators.is_commutative(op):
                return op, self.expr.type
            else:
                return other_comparator._adapt_expression(op, self)
    comparator_factory = Comparator


class MatchType(Boolean):
    """Refers to the return type of the MATCH operator.

    As the :meth:`.ColumnOperators.match` is probably the most open-ended
    operator in generic SQLAlchemy Core, we can't assume the return type
    at SQL evaluation time, as MySQL returns a floating point, not a boolean,
    and other backends might do something different.    So this type
    acts as a placeholder, currently subclassing :class:`.Boolean`.
    The type allows dialects to inject result-processing functionality
    if needed, and on MySQL will return floating-point values.

    .. versionadded:: 1.0.0

    """

NULLTYPE = NullType()
BOOLEANTYPE = Boolean()
STRINGTYPE = String()
INTEGERTYPE = Integer()
MATCHTYPE = MatchType()

_type_map = {
    int: Integer(),
    float: Numeric(),
    bool: BOOLEANTYPE,
    decimal.Decimal: Numeric(),
    dt.date: Date(),
    dt.datetime: DateTime(),
    dt.time: Time(),
    dt.timedelta: Interval(),
    util.NoneType: NULLTYPE
}

if util.py3k:
    _type_map[bytes] = LargeBinary()
    _type_map[str] = Unicode()
else:
    _type_map[unicode] = Unicode()
    _type_map[str] = String()


# back-assign to type_api
from . import type_api
type_api.BOOLEANTYPE = BOOLEANTYPE
type_api.STRINGTYPE = STRINGTYPE
type_api.INTEGERTYPE = INTEGERTYPE
type_api.NULLTYPE = NULLTYPE
type_api.MATCHTYPE = MATCHTYPE
type_api._type_map = _type_map

TypeEngine.Comparator.BOOLEANTYPE = BOOLEANTYPE
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  Source code for sqlalchemy_tree.types

#!/usr/bin/env python
# -*- coding: utf-8 -*-
"""
    sqlalchemy_tree.types
    ~~~~~~~~~~~~~~~~~~~~~

    :copyright: (C) 2012-2014 the SQLAlchemy-ORM-Tree authors and contributors
                <see AUTHORS file>.
    :license: BSD, see LICENSE for more details.
"""

from __future__ import absolute_import, division, print_function, \
    with_statement, unicode_literals

import sqlalchemy

__all__ = (
    'TreeIdType',
    'TreeEndpointType',
    'TreeLeftType',
    'TreeRightType',
    'TreeDepthType',
)


[docs]class TreeIntegerType(sqlalchemy.types.TypeDecorator):

    "Abstract base class implementing an integer type."
    impl = sqlalchemy.Integer



[docs]class TreeIdType(TreeIntegerType):

    "Integer field subtype representing an node's tree identifier."
    pass



[docs]class TreeEndpointType(TreeIntegerType):

    """Abstract base class of an integer implementing either a “left” or “right”
    field of a node."""
    pass



[docs]class TreeLeftType(TreeEndpointType):

    "Integer field subtype representing an node's “left” field."
    pass



[docs]class TreeRightType(TreeEndpointType):

    "Integer field subtype representing an node's “right” level."
    pass



[docs]class TreeDepthType(TreeIntegerType):

    "Integer field subtype representing an node's depth level."
    pass
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  Source code for sqlalchemy_tree.orm

#!/usr/bin/env python
# -*- coding: utf-8 -*-
"""
    sqlalchemy_tree.orm
    ~~~~~~~~~~~~~~~~~~~

    :copyright: (C) 2012-2014 the SQLAlchemy-ORM-Tree authors and contributors
                <see AUTHORS file>.
    :license: BSD, see LICENSE for more details.
"""

from __future__ import absolute_import, division, print_function, \
    with_statement, unicode_literals

import sqlalchemy
from sqlalchemy.ext.declarative import DeclarativeMeta as BaseDeclarativeMeta

from .exceptions import InvalidMoveError

__all__ = (
    'TreeMapperExtension',
    'TreeSessionExtension',
    'DeclarativeMeta'
)


[docs]class TreeMapperExtension(sqlalchemy.orm.interfaces.MapperExtension):

    """An extension to a node class' mapper, handling insertion, deletion, and
    updates of tree nodes. This class is instantiated by the manager object, and
    the average developer need not bother himself with it.

    :param options:
      instance of :class:`TreeOptions`
    """

    def __init__(self, options):
        super(TreeMapperExtension, self).__init__()
        # Save the options for future use.
        self._tree_options = options

    def __clause_element__(self):
        """Allows to use instances of ``TreeMapperExtension`` directly as argument
        for ``sqlalchemy.orm.Query.order_by()`` to efficiently order a query into
        preorder traversal ordering (sort by first ``tree_id`` and then ``left``
        fields). It may seem odd to put this in the mapper extension, but it is so
        that order-by behavior can be used prior to mapping, such as in the setup
        of relationships."""
        return self._tree_options.order_by_clause()

    def _reload_tree_parameters(self, connection, *args):
        "Forcibly loads tree parameters for passed in nodes from the database."
        options = self._tree_options

        for node in args:
            if node is None:
                continue

            node_pk = getattr(node, options.pk_field.name)
            if node_pk is None:
                continue

            parent_id, tree_id, left, right, depth = connection.execute(
                sqlalchemy.select([
                    options.parent_id_field,
                    options.tree_id_field,
                    options.left_field,
                    options.right_field,
                    options.depth_field,
                ])
                .where(options.pk_field == node_pk)
            ).fetchone()

            sqlalchemy.orm.attributes.set_committed_value(
                node, options.parent_id_field.name, parent_id)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.tree_id_field.name, tree_id)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.left_field.name, left)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.right_field.name, right)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.depth_field.name, depth)

[docs]    def before_insert(self, mapper, connection, node):
        """Just prior to a previously non-existent node being inserted into the
        tree.

        Sets up the tree state (``tree_id``, ``left``, ``right`` and ``depth``)
        for ``node`` (which has not yet been inserted into in the database) so it
        will be positioned relative to a given ``target`` node in the manner
        specified by ``position`` (the insertion parameters), with any necessary
        space already having been made for it.

        ``target`` and ``position`` are stored on a hidden attribute of node,
        having been set when ``TreeManager.insert`` was called by the user, or
        otherwise auto-generated by the session's ``before_flush`` handler.

        A ``target`` of ``None`` indicates that ``node`` should become the last
        root node, which is a constant-time insertion operation. (Positioning root
        nodes with respect to other root nodes can be accomplished by using the
        ``POSITION_LEFT`` or ``POSITION_RIGHT`` constants and specifying the
        neighboring root node as ``target``.)

        Accepted values for ``position`` are ``POSITION_FIRST_CHILD``,
        ``POSITION_LAST_CHILD``, ``POSITION_LEFT`` or ``POSITION_RIGHT``.
        ``POSITION_LAST_CHILD`` is likely to cause the least number of row
        updates, so therefore it is the default behavior if ``position`` is not
        specified.
        """
        options = self._tree_options

        params, session_objs = getattr(node, options.delayed_op_attr)
        target, position = params

        self._reload_tree_parameters(connection, node, target)

        if target is None:
            # Easy: no target is specified, so place it as the root node of a new
            # tree. This requires just one query (to find the id of the new tree)
            # and no row updates.
            tree_id = self._get_next_tree_id(connection, session_objs)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.parent_id_field.name, None)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.tree_id_field.name, tree_id)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.left_field.name, 1)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.right_field.name, 2)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.depth_field.name, 0)

        elif (getattr(target, options.left_field.name) == 1 and
              position in [options.class_manager.POSITION_LEFT,
                           options.class_manager.POSITION_RIGHT]):
            # Almost as easy as the last case: the node will become a root node, so
            # we need only shift up by one the id value of any trees we are
            # displacing.
            target_tree_id = getattr(target, options.tree_id_field.name)
            if position == options.class_manager.POSITION_LEFT:
                node_tree_id = target_tree_id
                target_tree_id = target_tree_id - 1
            else:
                node_tree_id = target_tree_id + 1
            self._manage_tree_gap(connection, session_objs, target_tree_id, 1)

            sqlalchemy.orm.attributes.set_committed_value(
                node, options.parent_id_field.name, None)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.tree_id_field.name, node_tree_id)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.left_field.name, 1)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.right_field.name, 2)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.depth_field.name, 0)

        else:
            # Otherwise our business is only slightly more messy. We need to
            # allocate space in the tree structure for our new node by shifting all
            # nodes to the right up by two spaces.
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.left_field.name, 0)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.right_field.name, 1)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.depth_field.name, 0)

            gap_target, depth, left, parent_id, right_shift = \
                self._calculate_inter_tree_move_values(node, target, position)
            if parent_id is None:
                tree_id = None
            else:
                tree_id = connection.execute(
                    sqlalchemy.select([
                        options.tree_id_field,
                    ])
                    .where(options.pk_field == parent_id)
                ).fetchone()[0]

            self._manage_position_gap(
                connection, session_objs, tree_id, gap_target, right_shift)

            sqlalchemy.orm.attributes.set_committed_value(
                node, options.parent_id_field.name, parent_id)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.left_field.name, left)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.right_field.name, left + 1)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.depth_field.name, depth)
            sqlalchemy.orm.attributes.set_committed_value(
                node, options.tree_id_field.name, tree_id)


[docs]    def after_insert(self, mapper, connection, node):
        "Just after a previously non-existent node is inserted into the tree."
        options = self._tree_options
        delattr(node, options.delayed_op_attr)


[docs]    def before_delete(self, mapper, connection, node):
        "Just prior to an existent node being deleted."
        options = self._tree_options

        session_objs = getattr(node, options.delayed_op_attr)

        self._reload_tree_parameters(connection, node)

        # To prevent any cascade effects, we NULL-out any adjacency-list links to
        # the node being deleted. These links will be replaced with proper values
        # in the after_delete handler.
        pk = getattr(node, options.pk_field.name)
        connection.execute(
            sqlalchemy.update(options.table)
            .values({options.parent_id_field: None})
            .where(options.parent_id_field == pk)
        )
        for obj in session_objs:
            if getattr(obj, options.parent_id_field.name) == pk:
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.parent_id_field.name, None)


[docs]    def after_delete(self, mapper, connection, node):
        "Just after an existent node is updated."
        options = self._tree_options

        session_objs = getattr(node, options.delayed_op_attr)
        delattr(node, options.delayed_op_attr)

        parent_id = getattr(node, options.parent_id_field.name)
        tree_id = getattr(node, options.tree_id_field.name)
        left = getattr(node, options.left_field.name)
        right = getattr(node, options.right_field.name)
        depth = getattr(node, options.depth_field.name)

        if left == 1:
            # Root node! Any children will be promoted to be root nodes
            # themselves.

            # First we gather information about the immediate children:
            children = connection.execute(
                sqlalchemy.select([
                    options.left_field,
                    options.right_field])
                .where(
                    (options.tree_id_field == tree_id) &
                    (options.left_field > left) &
                    (options.left_field < right) &
                    (options.depth_field == depth + 1))
                .order_by(
                    sqlalchemy.asc(options.left_field))
            ).fetchall()

            # We either close the gap formed by removing the tree (if there are no
            # children), or make room for a separate tree for each child:
            self._manage_tree_gap(
                connection, session_objs, tree_id, len(children) - 1)

            # Now for each child we promote that child to be root node of a new
            # tree, updating all of it and its children's tree parameters:
            next_tree_id = tree_id
            for child_left, child_right in children:
                # The shift is how much the positional fields (left/right) will have
                # to be adjusted so that the new root node starts from 1.
                shift = child_left - 1
                # Assign the new tree parameters:
                connection.execute(
                    options.table.update().values(
                        {options.tree_id_field: next_tree_id, options.left_field:
                         options.left_field - shift, options.right_field: options.
                         right_field - shift, options.depth_field: options.
                         depth_field - 1}).where(
                        (options.tree_id_field == tree_id) &
                        (options.left_field >= child_left) &
                        (options.left_field <= child_right)))
                # Handle new nodes which are part of the subtree being promoted to
                # root:
                for obj in session_objs:
                    obj_tree_id = getattr(obj, options.tree_id_field.name)
                    if obj_tree_id != tree_id:
                        continue
                    obj_left = getattr(obj, options.left_field.name)
                    obj_right = getattr(obj, options.right_field.name)
                    obj_depth = getattr(obj, options.depth_field.name)
                    if obj_left >= child_left and obj_right <= child_right:
                        # Assign the new tree parameters:
                        sqlalchemy.orm.attributes.set_committed_value(
                            obj, options.tree_id_field.name, next_tree_id)
                        sqlalchemy.orm.attributes.set_committed_value(
                            obj, options.left_field.name, obj_left - shift)
                        sqlalchemy.orm.attributes.set_committed_value(
                            obj, options.right_field.name, obj_right - shift)
                        sqlalchemy.orm.attributes.set_committed_value(
                            obj, options.depth_field.name, obj_depth - 1)
                # Increment the tree_id for the next time through the loop:
                next_tree_id += 1
            # Handle new nodes which are to be promoted to root themselves:
            for obj in session_objs:
                obj_tree_id = getattr(obj, options.tree_id_field.name)
                if obj_tree_id != tree_id:
                    continue
                obj_left = getattr(obj, options.left_field.name)
                obj_right = getattr(obj, options.right_field.name)
                obj_depth = getattr(obj, options.depth_field.name)
                if obj_left > left and obj_right < right and obj_depth == depth + 1:
                    # The shift is how much the positional fields (left/right) will have
                    # to be adjusted so that the new root node starts from 1.
                    shift = obj_left - 1
                    # Assign the new tree parameters:
                    sqlalchemy.orm.attributes.set_committed_value(
                        obj, options.tree_id_field.name, next_tree_id)
                    sqlalchemy.orm.attributes.set_committed_value(
                        obj, options.left_field.name, obj_left - shift)
                    sqlalchemy.orm.attributes.set_committed_value(
                        obj, options.right_field.name, obj_right - shift)
                    sqlalchemy.orm.attributes.set_committed_value(
                        obj, options.depth_field.name, obj_depth - 1)
                    # Increment the tree_id for the next time through the loop:
                    next_tree_id += 1

        else:
            # Child node, which is much simper than the root node case. We simply
            # update the tree parameters of the children and eliminate the two gaps
            # where the old node's left and right values were.

            # First, we need to update the parent before touching the borns
            values = {
                # if left > node.left and left < node.right and depth == node.depth + 1:
                #   parent = node.parent
                # else:
                #   parent = parent
                options.parent_id_field: sqlalchemy.case([
                    ((options.left_field > left) & (options.left_field < right) & (options.depth_field == depth + 1), parent_id)
                ], else_=options.parent_id_field)
            }
            # Only update the tree the original node was a part of:
            connection.execute(options.table.update()
                                      .values(values)
                                      .where((options.tree_id_field == tree_id)))

            # Then we can update the left/right/depth fields
            values = {
                # if left > node.left and left < node.right:
                #   depth = depth - 1
                # else:
                #   depth = depth
                options.depth_field: sqlalchemy.case(
                    [((options.left_field > left) & (options.left_field < right), options.depth_field - 1)],
                    else_=options.depth_field),
                # if left > node.left and left < node.right:
                #   left = left - 1
                # elif left > right:
                #   left = left - 2
                # else:
                #   left = left
                options.left_field: sqlalchemy.case([
                    ((options.left_field > left) & (options.left_field < right), options.left_field - 1),
                    ((options.left_field > right),                               options.left_field - 2)
                ], else_=options.left_field),
                # if right > node.left and right < node.right:
                #   right = right - 1
                # elif right > right:
                #   right = right - 2
                # else:
                #   right = right
                options.right_field: sqlalchemy.case([
                    ((options.right_field > left) & (options.right_field < right), options.right_field - 1),
                    ((options.right_field > right),                                options.right_field - 2)
                ], else_=options.right_field)
            }
            # Only update the tree the original node was a part of:
            connection.execute(options.table.update()
                               .values(values)
                               # Only update the tree the original node was a part of:
                               .where((options.tree_id_field == tree_id)))
            for obj in session_objs:
                obj_tree_id = getattr(obj, options.tree_id_field.name)
                if obj_tree_id != tree_id:
                    continue
                obj_left = getattr(obj, options.left_field.name)
                obj_right = getattr(obj, options.right_field.name)
                obj_depth = getattr(obj, options.depth_field.name)
                if (obj_left > left and
                        obj_left < right and
                        obj_depth == depth + 1):
                    sqlalchemy.orm.attributes.set_committed_value(
                        obj, options.parent_id_field.name, parent_id)
                if (obj_left > left and
                        obj_left < right):
                    sqlalchemy.orm.attributes.set_committed_value(
                        obj, options.left_field.name, obj_left - 1)
                elif (obj_left > right):
                    sqlalchemy.orm.attributes.set_committed_value(
                        obj, options.left_field.name, obj_left - 2)
                if (obj_right > left and
                        obj_right < right):
                    sqlalchemy.orm.attributes.set_committed_value(
                        obj, options.right_field.name, obj_right - 1)
                elif (obj_right > right):
                    sqlalchemy.orm.attributes.set_committed_value(
                        obj, options.right_field.name, obj_right - 2)
                if (obj_left > left and
                        obj_left < right):
                    sqlalchemy.orm.attributes.set_committed_value(
                        obj, options.depth_field.name, obj_depth - 1)


[docs]    def before_update(self, mapper, connection, node):
        """Called just prior to an existent node being updated.

        Possibly moves ``node`` relative to a given ``target`` node as specified
        by ``position`` (when appropriate), by examining both nodes and calling
        the appropriate method to perform the move.

        ``target`` and ``position`` are stored on a hidden attribute of node,
        having been set when ``TreeManager.insert`` was called by the user, or
        otherwise auto-generated by the session's ``before_flush`` handler upon
        detection of an adjacency-list change.

        A ``target`` of ``None`` indicates that ``node`` should be made into the
        last root node. (Positioning root nodes with respect to other root nodes
        can be accomplished by using the ``POSITION_LEFT`` or ``POSITION_RIGHT``
        constants and specifying the neighboring root node as ``target``.)

        Valid values for ``position`` are ``POSITION_LEFT``, ``POSITION_RIGHT``,
        ``POSITION_FIRST_CHILD`` or ``POSITION_LAST_CHILD``.

        ``node`` will be modified to reflect its new tree state in the database.
        Depending on the type of the move, a good many other nodes might be
        modified as well.

        This method explicitly checks for ``node`` being made a sibling of a root
        node, as this is a special case due to our use of tree ids to order root
        nodes.
        """
        options = self._tree_options

        if not hasattr(node, options.delayed_op_attr):
            return

        params, session_objs = getattr(node, options.delayed_op_attr)
        target, position = params
        delattr(node, options.delayed_op_attr)

        self._reload_tree_parameters(connection, node, target)

        node_is_root_node = getattr(node, options.left_field.name) == 1

        if target is None:
            if not node_is_root_node:
                self._make_child_into_root_node(connection, session_objs, node)

        elif (getattr(target, options.left_field.name) == 1 and
              position in [options.class_manager.POSITION_LEFT,
                           options.class_manager.POSITION_RIGHT]):
            self._make_sibling_of_root_node(
                connection, session_objs, node, target, position)

        else:
            if node_is_root_node:
                self._move_root_node(
                    connection, session_objs, node, target, position)

            else:
                self._move_child_node(
                    connection, session_objs, node, target, position)


[docs]    def after_update(self, mapper, connection, node):
        "Just after an existent node is updated."
        options = self._tree_options
        if hasattr(node, options.delayed_op_attr):
            delattr(node, options.delayed_op_attr)


    def _get_next_tree_id(self, connection, session_objs):
        """Determines the next largest unused tree id."""
        options = self._tree_options

        # tree_ids = filter(
            # lambda tree_id: tree_id is not None, [
                # getattr(n, options.tree_id_field.name)
                # for n in session_objs])

        tree_ids = [
            tree_id for tree_id in [
                getattr(n, options.tree_id_field.name)
                for n in session_objs
            ] if tree_id is not None
        ]

        return max(tree_ids + [connection.execute(
            sqlalchemy.select([
                (sqlalchemy.func.max(options.tree_id_field)).label('tree_id')
            ])).fetchone()[0] or 0]) + 1

    def _manage_tree_gap(self, connection, session_objs, target_tree_id, size):
        """Creates space for a new tree *after* the target by adding ``size`` to
        all tree id's greater than ``target_tree_id``."""
        options = self._tree_options
        connection.execute(
            options.table.update()
            .values({options.tree_id_field: options.tree_id_field + size})
            .where(options.tree_id_field > target_tree_id))
        for obj in session_objs:
            obj_tree_id = getattr(obj, options.tree_id_field.name)
            if obj_tree_id > target_tree_id:
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.tree_id_field.name, obj_tree_id + size)

    def _manage_position_gap(
            self, connection, session_objs, tree_id, target, size):
        """Manages spaces in the tree identified by ``tree_id`` by changing the
        values of the left and right columns by ``size`` after the given
        ``target`` point."""
        options = self._tree_options
        connection.execute(
            options.table.update().values(
                {options.left_field: sqlalchemy.case(
                    [(options.left_field > target, options.left_field + size)],
                    else_=options.left_field), options.right_field: sqlalchemy.case(
                    [
                        (options.right_field > target, options.right_field + size)],
                    else_=options.right_field), }).where(
                (options.tree_id_field == tree_id) &
                ((options.left_field > target) | (options.right_field > target))))
        for obj in session_objs:
            obj_tree_id = getattr(obj, options.tree_id_field.name)
            if obj_tree_id != tree_id:
                continue
            obj_left = getattr(obj, options.left_field.name)
            obj_right = getattr(obj, options.right_field.name)
            if obj_left > target:
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.left_field.name, obj_left + size)
            if obj_right > target:
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.right_field.name, obj_right + size)

    def _calculate_inter_tree_move_values(self, node, target, position):
        """Calculates values required when moving ``node`` relative to ``target``
        as specified by ``position`` (one of ``left``, ``right``, ``first-child``
        or ``last-child``)."""
        options = self._tree_options

        node_left = getattr(node,   options.left_field.name)
        node_right = getattr(node,   options.right_field.name)
        node_depth = getattr(node,   options.depth_field.name)
        target_left = getattr(target, options.left_field.name)
        target_right = getattr(target, options.right_field.name)
        target_depth = getattr(target, options.depth_field.name)

        if (position == options.class_manager.POSITION_LAST_CHILD or
                position == options.class_manager.POSITION_FIRST_CHILD):
            if position == options.class_manager.POSITION_LAST_CHILD:
                gap_target = target_right - 1
            else:
                gap_target = target_left
            depth_change = target_depth - node_depth + 1
            parent_id = getattr(target, options.pk_field.name)

        elif (position == options.class_manager.POSITION_LEFT or
              position == options.class_manager.POSITION_RIGHT):
            if position == options.class_manager.POSITION_LEFT:
                gap_target = target_left - 1
            else:
                gap_target = target_right
            depth_change = target_depth - node_depth
            parent_id = getattr(target, options.parent_id_field.name)

        else:
            raise ValueError(u"an invalid position was given: %s" % position)

        left_right_change = gap_target - node_left + 1

        right_shift = 0
        if parent_id:
            right_shift = node_right - node_left + 1

        return gap_target, depth_change, left_right_change, parent_id, right_shift

    def _inter_tree_move_and_close_gap(
            self, connection, session_objs, node, new_tree_id,
            left_right_change, depth_change, parent_id=None):
        """Removes ``node`` from its current tree, with the given set of changes
        being applied to ``node`` and its descendants, closing the gap left by
        moving ``node`` as it does so.

        If ``parent_id`` is ``None``, this indicates that ``node`` is being moved
        to a brand new tree as its root node, and will thus have its parent field
        set to ``NULL``. Otherwise, ``node`` will have ``parent_id`` set for its
        parent field."""
        options = self._tree_options

        tree_id = getattr(node, options.tree_id_field.name)
        left = getattr(node, options.left_field.name)
        right = getattr(node, options.right_field.name)
        depth = getattr(node, options.depth_field.name)
        gap_size = right - left + 1

        connection.execute(
            options.table.update()
            .values({
                options.parent_id_field: sqlalchemy.case(
                    [(options.pk_field == getattr(node, options.pk_field.name), parent_id)],
                    else_=options.parent_id_field),
                options.tree_id_field:   sqlalchemy.case(
                    [((options.left_field >= left) & (options.left_field <= right), new_tree_id)],
                    else_=options.tree_id_field),
                options.left_field:      sqlalchemy.case(
                    [((options.left_field >= left) & (options.left_field <= right), options.left_field + left_right_change),
                     ((options.left_field > right),                                options.left_field - gap_size)],
                    else_=options.left_field),
                options.right_field:     sqlalchemy.case(
                    [((options.right_field >= left) & (options.right_field <= right), options.right_field + left_right_change),
                     ((options.right_field > right),                                 options.right_field - gap_size)],
                    else_=options.right_field),
                options.depth_field:     sqlalchemy.case(
                    [((options.left_field >= left) & (options.left_field <= right), options.depth_field + depth_change)],
                    else_=options.depth_field),
            })
            .where(options.tree_id_field == tree_id))
        for obj in session_objs:
            obj_tree_id = getattr(obj, options.tree_id_field.name)
            if obj_tree_id != tree_id:
                continue
            obj_left = getattr(obj, options.left_field.name)
            obj_right = getattr(obj, options.right_field.name)
            obj_depth = getattr(obj, options.depth_field.name)
            if obj_left >= left and obj_left <= right:
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.tree_id_field.name, new_tree_id)
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.left_field.name, obj_left + left_right_change)
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.depth_field.name, obj_depth + depth_change)
            elif obj_left > right:
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.left_field.name, obj_left - gap_size)
            if obj_right >= left and obj_right <= right:
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.right_field.name, obj_right +
                    left_right_change)
            elif obj_right > right:
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.right_field.name, obj_right - gap_size)
        sqlalchemy.orm.attributes.set_committed_value(
            node, options.parent_id_field.name, parent_id)

    def _make_child_into_root_node(self, connection, session_objs, node,
                                   new_tree_id=None):
        """Removes ``node`` from its tree, making it the root node of a new tree.
        If ``new_tree_id`` is not specified a new tree id will be generated."""
        options = self._tree_options

        if not new_tree_id:
            new_tree_id = self._get_next_tree_id(connection, session_objs)

        left = getattr(node, options.left_field.name)
        right = getattr(node, options.right_field.name)
        depth = getattr(node, options.depth_field.name)
        left_right_change = 1 - left
        depth_change = -depth

        self._inter_tree_move_and_close_gap(connection, session_objs, node,
                                            new_tree_id, left_right_change,
                                            depth_change)

    def _make_sibling_of_root_node(
            self, connection, session_objs, node, target, position):
        """Moves ``node``, making it a sibling of the given ``target`` root node
        as specified by ``position``.

        Since we use tree ids to reduce the number of rows affected by tree
        management during insertion and deletion, root nodes are not true
        siblings; thus, making an item a sibling of a root node is a special case
        which involves shuffling tree ids around."""
        options = self._tree_options

        if node == target:
            raise InvalidMoveError(
                u"a node may not be made a sibling of itself")

        tree_id = getattr(node,   options.tree_id_field.name)
        target_tree_id = getattr(target, options.tree_id_field.name)

        if getattr(node, options.left_field.name) > 1:
            if position == options.class_manager.POSITION_LEFT:
                gap_target = target_tree_id - 1
                new_tree_id = target_tree_id
            elif position == options.class_manager.POSITION_RIGHT:
                gap_target = target_tree_id
                new_tree_id = target_tree_id + 1
            else:
                raise ValueError(
                    u"an invalid position was given: %s" % position)

            self._manage_tree_gap(connection, session_objs, gap_target, 1)
            self._make_child_into_root_node(
                connection, session_objs, node, new_tree_id)

        else:
            if position == options.class_manager.POSITION_LEFT:
                if target_tree_id > tree_id:
                    new_tree_id = target_tree_id - 1
                    if tree_id == new_tree_id:
                        return
                    lower_bound, upper_bound = tree_id, new_tree_id
                    shift = -1
                else:
                    new_tree_id = target_tree_id
                    lower_bound, upper_bound = new_tree_id, tree_id
                    shift = 1
            elif position == options.class_manager.POSITION_RIGHT:
                if target_tree_id > tree_id:
                    new_tree_id = target_tree_id
                    lower_bound, upper_bound = tree_id, target_tree_id
                    shift = -1
                else:
                    new_tree_id = target_tree_id + 1
                    if node == new_tree_id:
                        return
                    lower_bound, upper_bound = new_tree_id, tree_id
                    shift = 1
            else:
                raise ValueError(
                    u"an invalid position was given: %s" % position)

            connection.execute(
                options.table.update()
                .values({
                    options.tree_id_field: sqlalchemy.case(
                        [(options.tree_id_field == tree_id, new_tree_id)],
                        else_=options.tree_id_field + shift),
                })
                .where(
                    (options.tree_id_field >= lower_bound) &
                    (options.tree_id_field <= upper_bound)
                ))
            for obj in session_objs:
                obj_tree_id = getattr(obj, options.tree_id_field.name)
                if obj_tree_id >= lower_bound and obj_tree_id <= upper_bound:
                    if obj_tree_id == tree_id:
                        sqlalchemy.orm.attributes.set_committed_value(
                            obj, options.tree_id_field.name, new_tree_id)
                    else:
                        sqlalchemy.orm.attributes.set_committed_value(
                            obj, options.tree_id_field.name, obj_tree_id +
                            shift)

    def _move_root_node(
            self, connection, session_objs, node, target, position):
        """Moves root node``node`` to a different tree, inserting it relative to
        the given ``target`` node as specified by ``position``."""
        options = self._tree_options

        tree_id = getattr(node,   options.tree_id_field.name)
        left = getattr(node,   options.left_field.name)
        right = getattr(node,   options.right_field.name)
        depth = getattr(node,   options.depth_field.name)
        new_tree_id = getattr(target, options.tree_id_field.name)

        if node == target:
            raise InvalidMoveError(u"a node may not be made a child of itself")
        elif tree_id == new_tree_id:
            raise InvalidMoveError(
                u"a node may not be made a child of any of its descendants")

        gap_target, depth_change, left_right_change, parent_id, right_shift = \
            self._calculate_inter_tree_move_values(node, target, position)

        # Create space for the tree which will be inserted
        self._manage_position_gap(
            connection, session_objs, new_tree_id, gap_target, right_shift)

        # Move the root node, making it a child node
        connection.execute(
            options.table.update().values(
                {options.parent_id_field: sqlalchemy.case(
                 [
                     (options.pk_field == getattr(node, options.pk_field.name),
                      parent_id)], else_=options.parent_id_field), options.
                 tree_id_field: new_tree_id, options.left_field: options.
                 left_field + left_right_change, options.right_field: options.
                 right_field + left_right_change, options.depth_field: options.
                 depth_field + depth_change, }).where(
                (options.tree_id_field == tree_id) &
                (options.left_field >= left) & (options.left_field <= right)))
        for obj in session_objs:
            obj_tree_id = getattr(obj, options.tree_id_field.name)
            if obj_tree_id != tree_id:
                continue
            obj_left = getattr(obj, options.left_field.name)
            obj_right = getattr(obj, options.right_field.name)
            obj_depth = getattr(obj, options.depth_field.name)
            if obj_left >= left and obj_left <= right:
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.tree_id_field.name, new_tree_id)
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.left_field.name, obj_left + left_right_change)
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.right_field.name, obj_right +
                    left_right_change)
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.depth_field.name, obj_depth + depth_change)
        # Update the former root node to be consistent with the updated
        # tree in the database:
        sqlalchemy.orm.attributes.set_committed_value(
            node, options.parent_id_field.name, parent_id)

        # Remove the gap previously occupied by the tree
        self._manage_tree_gap(connection, session_objs, tree_id - 1, -1)

    def _move_child_node(
            self, connection, session_objs, node, target, position):
        """Calls the appropriate method to move child node ``node`` relative to
        the given ``target`` node as specified by ``position``."""
        options = self._tree_options

        tree_id = getattr(node,   options.tree_id_field.name)
        new_tree_id = getattr(target, options.tree_id_field.name)

        if tree_id == new_tree_id:
            self._move_child_within_tree(
                connection, session_objs, node, target, position)
        else:
            self._move_child_to_new_tree(
                connection, session_objs, node, target, position)

    def _move_child_to_new_tree(
            self, connection, session_objs, node, target, position):
        """Moves child node ``node`` to a different tree, inserting it relative to
        the given ``target`` node in the new tree as specified by ``position``."""
        options = self._tree_options

        left = getattr(node,   options.left_field.name)
        right = getattr(node,   options.right_field.name)
        depth = getattr(node,   options.depth_field.name)
        new_tree_id = getattr(target, options.tree_id_field.name)
        width = right - left + 1

        gap_target, depth_change, left_right_change, parent_id, right_shift = \
            self._calculate_inter_tree_move_values(node, target, position)

        # Make space for the subtree which will be moved
        self._manage_position_gap(
            connection, session_objs, new_tree_id, gap_target, width)

        # Move the subtree
        self._inter_tree_move_and_close_gap(
            connection, session_objs, node, new_tree_id, left_right_change,
            depth_change, parent_id)

    def _move_child_within_tree(
            self, connection, session_objs, node, target, position):
        """Moves child node ``node`` within its current tree relative to the given
        ``target`` node as specified by ``position``."""
        options = self._tree_options

        left = getattr(node,   options.left_field.name)
        right = getattr(node,   options.right_field.name)
        depth = getattr(node,   options.depth_field.name)
        width = right - left + 1
        tree_id = getattr(node,   options.tree_id_field.name)
        target_left = getattr(target, options.left_field.name)
        target_right = getattr(target, options.right_field.name)
        target_depth = getattr(target, options.depth_field.name)

        if position in [options.class_manager.POSITION_FIRST_CHILD,
                        options.class_manager.POSITION_LAST_CHILD]:
            if node == target:
                raise InvalidMoveError(
                    u"a node may not be made a child of itself")
            elif left < target_left < right:
                raise InvalidMoveError(
                    u"a node may not be made a child of any of its descendants")

            if position == options.class_manager.POSITION_FIRST_CHILD:
                if target_left > left:
                    new_left = target_left - width + 1
                    new_right = target_left
                else:
                    new_left = target_left + 1
                    new_right = target_left + width
            else:
                if target_right > right:
                    new_left = target_right - width
                    new_right = target_right - 1
                else:
                    new_left = target_right
                    new_right = target_right + width - 1
            depth_change = target_depth - depth + 1
            parent_id = getattr(target, options.pk_field.name)

        elif position in [options.class_manager.POSITION_LEFT,
                          options.class_manager.POSITION_RIGHT]:
            if node == target:
                raise InvalidMoveError(
                    u"a node may not be made a sibling of itself")
            elif left < target_left < right:
                raise InvalidMoveError(
                    u"a node may not be made a sibling of any of its descendants")

            if position == options.class_manager.POSITION_LEFT:
                if target_left > left:
                    new_left = target_left - width
                    new_right = target_left - 1
                else:
                    new_left = target_left
                    new_right = target_left + width - 1
            else:
                if target_right > right:
                    new_left = target_right - width + 1
                    new_right = target_right
                else:
                    new_left = target_right + 1
                    new_right = target_right + width
            depth_change = target_depth - depth
            parent_id = getattr(target, options.parent_id_field.name)

        else:
            raise ValueError(u"an invalid position was given: %s" % position)

        left_boundary = min(left,  new_left)
        right_boundary = max(right, new_right)
        left_right_change = new_left - left
        gap_size = width
        if left_right_change > 0:
            gap_size = -gap_size

        connection.execute(
            options.table.update()
            .values({
                options.parent_id_field: sqlalchemy.case(
                    [(options.pk_field == getattr(node, options.pk_field.name), parent_id)],
                    else_=options.parent_id_field),
                options.left_field:      sqlalchemy.case(
                    [((options.left_field >= left) & (options.left_field <= right),          options.left_field + left_right_change),
                     ((options.left_field >= left_boundary) & (options.left_field <= right_boundary), options.left_field + gap_size)],
                    else_=options.left_field),
                options.right_field:     sqlalchemy.case(
                    [((options.right_field >= left) & (options.right_field <= right),          options.right_field + left_right_change),
                     ((options.right_field >= left_boundary) & (options.right_field <= right_boundary), options.right_field + gap_size)],
                    else_=options.right_field),
                options.depth_field:     sqlalchemy.case(
                    [((options.left_field >= left) & (options.left_field <= right), options.depth_field + depth_change)],
                    else_=options.depth_field),
            })
            .where(options.tree_id_field == tree_id))
        for obj in session_objs:
            obj_tree_id = getattr(obj, options.tree_id_field.name)
            if obj_tree_id != tree_id:
                continue
            obj_left = getattr(obj, options.left_field.name)
            obj_right = getattr(obj, options.right_field.name)
            obj_depth = getattr(obj, options.depth_field.name)
            if obj_left >= left and obj_left <= right:
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.left_field.name, obj_left + left_right_change)
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.depth_field.name, obj_depth + depth_change)
            elif obj_left >= left_boundary and obj_left <= right_boundary:
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.left_field.name, obj_left + gap_size)
            if obj_right >= left and obj_right <= right:
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.right_field.name, obj_right +
                    left_right_change)
            elif obj_right >= left_boundary and obj_right <= right_boundary:
                sqlalchemy.orm.attributes.set_committed_value(
                    obj, options.right_field.name, obj_right + gap_size)
        # Update the node object to be consistent with database.
        sqlalchemy.orm.attributes.set_committed_value(
            node, options.parent_id_field.name, parent_id)



[docs]class TreeSessionExtension(sqlalchemy.orm.interfaces.SessionExtension):

    """An session extension handling insertion, deletion, and updates of tree
    nodes. This class is instantiated by the manager object, and the average
    developer need not bother himself with it.

    :param options:
      instance of :class:`TreeOptions`
    :param node_class:
      the mapped object class for tree nodes
    """

    def __init__(self, options, node_class):
        super(TreeSessionExtension, self).__init__()
        # Save the options for future use.
        self._tree_options = options
        self._node_class = node_class

[docs]    def before_flush(self, session, flush_context, instances):
        "Just prior to a flush event, while we still have time to modify the flush plan."
        options = self._tree_options

        session_objs = [
            n for n in session.new.union(session.identity_map.values())
            if isinstance(n, options.node_class)
        ]

        for node in session.new.union(session.dirty):
            if not isinstance(node, self._node_class):
                continue

            if hasattr(node, options.delayed_op_attr):
                setattr(node, options.delayed_op_attr,
                        (getattr(node, options.delayed_op_attr), session_objs))

            elif (node in session.new or
                  sqlalchemy.orm.attributes.get_history(
                    node, options.parent_field_name).has_changes()):

                if (hasattr(options, 'order_with_respect_to') and
                        len(options.order_with_respect_to)):
                    raise NotImplementedError

                else:
                    position = options.class_manager.POSITION_LAST_CHILD
                    target = getattr(node, options.parent_field_name)
                    target_id = getattr(node, options.parent_id_field.name)
                    if not target or target.id != target_id:
                        # If the parent relationship is not set, or changed,
                        # try to get it from the parent id column.
                        if target_id is None:
                            target = None
                        else:
                            target = session.query(options.node_class).get(target_id)

                setattr(
                    node, options.delayed_op_attr,
                    ((target, position), session_objs))

        for node in filter(lambda n: isinstance(n, options.node_class), session.deleted):
            setattr(node, options.delayed_op_attr, session_objs)




class DeclarativeMeta(BaseDeclarativeMeta):
    """
    Metaclass for declaratively defined node model classes.

    All options that :class:`TreeManager` accepts can be provided
    with a class property ``__tree_options__``. They are passed on to
    the :class:`TreeManager` constructor.

    A special class variable ``__tree_manager__`` must exist and hold
    a string name which will be used as tje `TreeManager`
    descriptor property.
    """
    def __init__(cls, name, bases, dct):
        from .manager import TreeManager

        # Unless __tree_manager__ defines the name of the manager
        # we attach, we ignore this class and don't consider it
        # to be tree-enabled.
        if not hasattr(cls, '__tree_manager__'):
            super(DeclarativeMeta, cls).__init__(name, bases, dct)
            return
        tree_manager_name = cls.__tree_manager__
        # preventing the property from being inherited
        del cls.__tree_manager__

        # Read any options the class defines for the tree manager.
        opts = {}
        if hasattr(cls, '__tree_options__'):
            opts = cls.__tree_options
            delattr(cls, '__tree_options__')

        # SQLAlchemy will create both the table and the mapper now.
        super(DeclarativeMeta, cls).__init__(name, bases, dct)

        # Instantiate a TreeManager for the table created by the super call.
        #
        # TreeManager would normally auto-attach missing colums to
        # the table; we skip this here, because here we also need to
        # add them to the mapper, and doing so will automatically add
        # them to the table as well; we hae to avoid this conflict.
        tree_manager = TreeManager(cls.__table__, _attach_columns=False, **opts)

        # Now, all the fields the TreeManager would normally automagically
        # add to the table, we manually add to the mapper class. SQLAlchemy
        # will take care of alos adding them as columns to the table.
        for field in tree_manager.options.required_fields:
            # Columns get attached to the table here
            if not hasattr(cls, field.name):
                # SQLAlchemy 0.5.x needs this:
                dct[field.name] = field
                # and SQLAlchemy 0.6.x needs this:
                setattr(cls, field.name, field)

        # Finally, the indices that TreeManager would normally create were
        # also skipped due to _attach_columns=False; now that the __table__
        # has our columns, we can also attach  the indices.
        tree_manager.options.attach_indices()

        setattr(cls, tree_manager_name, tree_manager)
        mapper_ext = tree_manager.mapper_extension
        if hasattr(cls.__mapper__, 'extension'):
            # SQLAlchemy < 0.7
            cls.__mapper__.extension.append(mapper_ext)
        else:
            # SQLAlchemy 0.7+
            # We have to setup our event listening here, which register()
            # does. Unfortunately, the register call is part of
            # TreeClassManager, which means to access it we need to access
            # the descriptor TreeManager.__get__, which has some logic to
            # find the root ORM class of a tree node (in order to support
            # ORM inheritance properly). This code causes some mapper
            # validation, which breaks foreign keys to other ORM mappers
            # that have not yet been defined.
            # So for now we require the user to manually call
            # Object.tree.register(), but with some refactoring, we can
            # move register() upwards, from TreeClassManager to TreeManager,
            # and make it accessible without this validation, which should
            # not be necessary at this point.
            #getattr(cls, tree_manager_name).register()
            pass
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  Source code for sqlalchemy_tree.manager.unmapped

#!/usr/bin/env python
# -*- coding: utf-8 -*-
"""
    sqlalchemy_tree.manager.unmapped
    ~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~

    :copyright: (C) 2012-2014 the SQLAlchemy-ORM-Tree authors and contributors
                <see AUTHORS file>.
    :license: BSD, see LICENSE for more details.
"""

from __future__ import absolute_import, division, print_function, \
    with_statement, unicode_literals

import sqlalchemy

from sqlalchemy.orm.mapper import class_mapper

from ..options import TreeOptions
from ..orm import TreeMapperExtension, TreeSessionExtension
from .instance import TreeInstanceManager
from .class_ import TreeClassManager

__all__ = (
    'TreeManager',
)


[docs]class TreeManager(object):

    """Extension class to create required fields and access class-level and
    instance-level API based on context.

    Basic usage is simple::

      class Node(object):
        tree = sqlalchemy_tree.TreeManager(node_table)

      # After Node is mapped:
      Node.tree.register()

    Now there is an ability to get an instance manager or class manager via the
    property `'mp'` depending on the way in which it is accessed. `Node.mp` will
    return the mapper extension until the class is mapped (useful for setting up
    parameters to pass to the mapper function itself), the class manager
    :class:`TreeClassManager` after mapping, and `instance_node.mp` will return
    instance_node's :class:`TreeInstanceManager`. See those classes for more
    details about their public API's.

    :param table:
      instance of `sqlalchemy.Table`. A table that will be mapped to the node
      class and will hold tree nodes in its rows. The adjacency-list link/self-
      referential foreign-key will be automatically determined, and the
      additional four columns “tree_id”, “left”, “right” and “depth” will
      automatically be added if necessary. :attr:`table` is the only one
      strictly required argument.

    :param parent_id_field=None:
      a self-referencing foreign key field containing the parent node's primary
      key. If this parameter is omitted, it will be guessed joining a `table`
      with itself and using the right part of join's `ON` clause as parent id
      field.

    :param tree_id_field='tree_id':
      the name of the tree id field, or the field object itself. The field will
      be created if the actual parameter value is a string and there is no such
      column in the table :attr:`table`. If the value provided is or names an
      existing SQLAlchemy column object, that object must pass some sanity
      checks: it must be in :attr:`table`, it should have `nullable=False`, and
      be of type :class:`TreeIdField`.

    :param left_field='tree_left':
      the same as for :attr:`tree_id_field`, except that the type of this column
      should be :class:`TreeLeftField`.

    :param right_field='tree_right':
      the same as for :attr:`tree_id_field`, except that the type of this column
      should be :class:`TreeRightField`.

    :param depth_field='tree_depth':
      the same as for :attr:`tree_id_field`, except that the type of this column
      should be :class:`TreeDepthField`.

    :param instance_manager_attr='_tree_instance_manager':
      name for node instance's attribute to cache node's instance manager.

    .. warning::
      Do not change the values of `TreeManager` constructor's arguments after
      saving a first tree node. Doing so will corrupt the tree.
    """

    def __init__(self, *args, **kwargs):
        self.instance_manager_attr = kwargs.pop('instance_manager_attr',
                                                '_tree_instance_manager')
        kwargs['instance_manager_attr'] = self.instance_manager_attr
        opts = TreeOptions(*args, **kwargs)
        self.options = opts
        self.class_manager = None
        self.mapper_extension = TreeMapperExtension(options=opts)
        self.session_extension = None
        self.root_node_class = None

    def __get__(self, obj, objtype):
        """There may be three kinds of return values from this getter.

        The first one is used when the class which this descriptor is attached to
        is not yet mapped to any table. In that case the return value is an
        instance of :class:`MPMapperExtension` which is intended to be used as
        mapper extension.

        The second scenario is access to :class:`TreeManager` via mapped class.
        The corresponding :class:`TreeClassManager` instance is returned.

        .. note::
          If the nodes of your tree use polymorphic inheritance it is important to
          know that class manager is accessible only via the base class of
          inheritance hierarchy.

        And the third way is accessing it from the node instance: a
        :class:`TreeInstanceManager` is returned then."""
        # First handle the case of class/extension access:
        if obj is None:
            try:
                # FIXME: Figure out what this root_node_class business is
                # about.
                root_node_class = self._get_root_node_class(objtype)
            except sqlalchemy.orm.exc.UnmappedClassError:
                # SQLAlchemy will helpfully throw an exception if the class is not
                # mapped. This is one of our normal use case scenarios, resulting in
                # the mapper extension being returned:
                return self.mapper_extension

            # FIXME: Figure out what this root_node_class business is about.
            assert objtype is root_node_class, \
                u"TreeClassManager should be accessed via its base class in " \
                u"the polymorphic inheritance hierarchy: %r" % root_node_class

            return self._get_class_manager(root_node_class)

        # Otherwise if obj is specified, an instance manager is requested:
        else:
            # The instance manager is cached on the object itself using a developer-
            # specified attribute name. First see if the cached manager exists:
            instance_manager = getattr(obj, self.instance_manager_attr, None)

            # If the instance manager wasn't found, we create it and cache it on the
            # object:
            if instance_manager is None:
                root_node_class = self._get_root_node_class(objtype)
                instance_manager = TreeInstanceManager(
                    class_manager=self._get_class_manager(root_node_class),
                    obj=obj)
                setattr(obj, self.instance_manager_attr, instance_manager)

            # ...and return the instance manager to the caller:
            return instance_manager

    def _get_class_manager(self, objtype):
        "Return an instance of :class:`TreeClassManager`"
        # We cache the class manager on first access, so that it doesn't have to
        # be regenerated every time. It's created on first call to this method and
        # not in __init__ as the class won't be mapped at that time.
        if self.class_manager is None:
            self.session_extension = TreeSessionExtension(
                options=self.options, node_class=objtype)
            self.class_manager = TreeClassManager(
                node_class=objtype,
                options=self.options,
                mapper_extension=self.mapper_extension,
                session_extension=self.session_extension)
            self.options.class_mapped(
                manager=self.class_manager)
        return self.class_manager

    def _get_root_node_class(self, objtype):
        "Get the root node class in the polymorphic inheritance hierarchy."
        # FIXME: Figure out what this root_node_class business is about.
        if self.root_node_class is None:
            mapper = class_mapper(objtype)
            while mapper.inherits is not None:
                mapper = mapper.inherits
            self.root_node_class = mapper.class_
        return self.root_node_class
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  Source code for sqlalchemy_tree.manager.class_

#!/usr/bin/env python
# -*- coding: utf-8 -*-
"""
    sqlalchemy_tree.manager.class_
    ~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~

    :copyright: (C) 2012-2014 the SQLAlchemy-ORM-Tree authors and contributors
                <see AUTHORS file>.
    :license: BSD, see LICENSE for more details.
"""

from __future__ import absolute_import, division, print_function, \
    with_statement, unicode_literals

from functools import reduce

# SQLAlchemy object-relational mapper and SQL expression language
import sqlalchemy

from .._compat import py2map as map


[docs]class TreeClassManager(object):

    """Node class manager, which handles tree-wide operations such as insertion,
    deletion, and moving nodes around. No need to create it by hand: it is
    created by :class:``TreeManager``.

    :param node_class:
      class which was mapped to tree table.
    :param options:
      instance of :class:``TreeOptions``
    """

    def __init__(self, node_class, options, mapper_extension,
                 session_extension):
        # Save our parameters for future use:
        self._tree_options = options
        self.node_class = node_class
        self.mapper_extension = mapper_extension
        self.session_extension = session_extension

    def __clause_element__(self):
        """Allows to use instances of ``TreeClassManager`` directly as argument
        for ``sqlalchemy.orm.Query.order_by()`` to efficiently order a query into
        preorder traversal ordering (sort by first ``tree_id`` and then ``left``
        fields). Can be used like this (assume that :class:``TreeManager`` is
        attached to class ``Node`` and named ``'tree'``)::

          query = root.query_children()
          query.order_by(Node.tree)
        """
        return self._tree_options.order_by_clause()

    def register(self):
        ""
        options = self._tree_options

        if not getattr(options, '_event_listeners', False):
            setattr(options, '_event_listeners', True)
            sqlalchemy.event.listen(sqlalchemy.orm.session.Session,
                                    'before_flush',
                                    self.session_extension.before_flush)
            sqlalchemy.event.listen(self.node_class,
                                    'before_insert',
                                    self.mapper_extension.before_insert)
            sqlalchemy.event.listen(self.node_class,
                                    'after_insert',
                                    self.mapper_extension.after_insert)
            sqlalchemy.event.listen(self.node_class,
                                    'before_delete',
                                    self.mapper_extension.before_delete)
            sqlalchemy.event.listen(self.node_class,
                                    'after_delete',
                                    self.mapper_extension.after_delete)
            sqlalchemy.event.listen(self.node_class,
                                    'before_update',
                                    self.mapper_extension.before_update)
            sqlalchemy.event.listen(self.node_class,
                                    'after_update',
                                    self.mapper_extension.after_update)

    @property
    def pk_field(self):
        return self._tree_options.pk_field

    @property
    def parent_id_field(self):
        return self._tree_options.parent_id_field

    @property
    def parent_field_name(self):
        return self._tree_options.parent_field_name

    @property
    def tree_id_field(self):
        return self._tree_options.tree_id_field

    @property
    def left_field(self):
        return self._tree_options.left_field

    @property
    def right_field(self):
        return self._tree_options.right_field

    @property
    def depth_field(self):
        return self._tree_options.depth_field

[docs]    def filter_root_nodes(self):
        "Get a filter condition for all root nodes."
        # We avoid using the adjacency-list parent field because that column may
        # or may not be indexed. The ``left`` field is always 1 on a root node,
        # and we know an index exists on that field.
        return self.left_field == 1


[docs]    def query_root_nodes(self, session=None, *args, **kwargs):
        """Convenience method that gets a query for all root nodes using
        ``filter_root_nodes`` and the session associated with this node. The
        session must be passed explicitly if called from a class manager."""
        if session is None:
            # NOTE: ``self._get_obj`` only exists on instance managers--session may
            #       only be ``None`` if called from an instance manager of a node
            #       associated with a session.
            session = sqlalchemy.orm.object_session(self._get_obj())
        return session.query(self.node_class) \
                      .filter(self.filter_root_nodes(*args, **kwargs))


[docs]    def filter_root_node_by_tree_id(self, *args):
        """Get a filter condition returning root nodes of the tree specified
        through the positional arguments (interpreted as tree ids)."""
        if args:
            return self.filter_root_nodes() & self.tree_id_field.in_(args)
        else:
            return self.pk_field != self.pk_field


[docs]    def query_root_node_by_tree_id(self, *args, **kwargs):
        """Returns the root nodes of the trees specified through the positional
        arguments (interpreted as tree ids) using ``filter_root_node_by_tree_id``
        and the session associated with this node. The session must be passed
        explicitly if called from a class manager."""
        session = kwargs.pop('session', None)
        if session is None:
            # NOTE: ``self._get_obj`` only exists on instance managers--session may
            #       only be ``None`` if called from an instance manager of a node
            #       associated with a session.
            session = sqlalchemy.orm.object_session(self._get_obj())
        return session.query(
            self.node_class).filter(
            self.filter_root_node_by_tree_id(*args, **kwargs))


[docs]    def filter_root_node_of_node(self, *args):
        """Get a filter condition returning the root nodes of the trees which
        include the passed-in nodes."""
        tree_ids = set(
            map(lambda arg: getattr(arg, self.tree_id_field.name), args))
        if tree_ids:
            return self.filter_root_nodes() & self.tree_id_field.in_(tree_ids)
        else:
            return self.pk_field != self.pk_field


[docs]    def query_root_node_of_node(self, *args, **kwargs):
        """Returns the root nodes of the trees which contain the passed in nodes,
        using ``filter_root_node_by_tree_id``. The session used to perform the
        query is either a) the session explicitly passed in, b) the session
        associated with the first bound positional parameter, or c) the session
        associated with the instance manager's node."""
        session = kwargs.pop('session', None)
        if session is None:
            session = self._get_session_from_args_or_self(*args)
        return session.query(self.node_class) \
                      .filter(self.filter_root_node_of_node(*args, **kwargs))


[docs]    def filter_ancestors_of_node(self, *args, **kwargs):
        "Returns a filter condition for the ancestors of passed-in nodes."
        options = self._tree_options
        # Include self in results
        include_self = kwargs.pop('include_self', False)
        # Logical-AND vs. -OR for reduction
        disjoint = kwargs.pop('disjoint',     True)
        for extra in kwargs:
            raise TypeError(u"unexpected keyword argument '%s'" % extra)

        def _filter_ancestors_of_node_helper(node):
            # Restrict ourselves to just those nodes within the same tree as
            # node:
            tree_id = getattr(node, self.tree_id_field.name)
            filter_ = self.tree_id_field == tree_id

            # Restrict to ancestors, inclusive of node:
            alias = sqlalchemy.alias(options.table)
            left_field = self.left_field
            filter_ &= sqlalchemy.between(
                getattr(alias.c, self.left_field.name),
                self.left_field, self.right_field)
            filter_ &= getattr(alias.c, self.pk_field.name) == \
                getattr(node,    self.pk_field.name)

            # Explicitly exclude node, if requested:
            if not include_self:
                filter_ &= self.pk_field != getattr(node, self.pk_field.name)

            # We're done!
            return filter_

        # Combine SQL expression clauses into a clause identifying the combined
        # ancestors of each node in turn, according to the requested behavior in
        # handling disjoint sets (logical-OR/union vs.
        # logical-AND/intersection):
        filters = map(_filter_ancestors_of_node_helper, args)
        if disjoint:
            return reduce(lambda l, r: l | r, filters)
        else:
            return reduce(lambda l, r: l & r, filters)


[docs]    def query_ancestors_of_node(self, *args, **kwargs):
        "Returns a query containing the ancestors of passed-in nodes."
        session = kwargs.pop('session', None)
        if session is None:
            session = self._get_session_from_args_or_self(*args)
        return session.query(self.node_class) \
                      .filter(self.filter_ancestors_of_node(*args, **kwargs))


[docs]    def filter_parent_of_node(self, *args):
        "Get a filter condition for the parents of passed-in nodes."
        parent_ids = filter(
            lambda parent_id: parent_id is not None,
            map(
                lambda node: getattr(node, self.parent_id_field.name), args))
        if parent_ids:
            return self.pk_field.in_(parent_ids)
        else:
            return self.pk_field != self.pk_field


[docs]    def query_parent_of_node(self, *args, **kwargs):
        "Returns a query containing the parents of passed-in nodes."
        session = kwargs.pop('session', None)
        if session is None:
            session = self._get_session_from_args_or_self(*args)
        return session.query(self.node_class) \
                      .filter(self.filter_parent_of_node(*args, **kwargs))


[docs]    def filter_siblings_of_node(self, *args, **kwargs):
        "Returns a filter condition identifying siblings of passed-in nodes."
        # Include self in results
        include_self = kwargs.pop('include_self', False)
        # Logical-AND vs. -OR for reduction
        disjoint = kwargs.pop('disjoint',     True)
        for extra in kwargs:
            raise TypeError(u"unexpected keyword argument '%s'" % extra)

        def _filter_siblings_of_node_helper(node):
            pk = getattr(node, self.pk_field.name)
            parent_id = getattr(node, self.parent_id_field.name)

            # Restrict to siblings via the parent_id value:
            filter_ = self.parent_id_field == parent_id

            # Explicitly exclude node, if requested:
            if not include_self:
                filter_ &= self.pk_field != pk

            # We're done!
            return filter_

        # Combine SQL expression clauses into a clause identifying the combined
        # ancestors of each node in turn, according to the requested behavior in
        # handling disjoint sets (logical-OR/union vs.
        # logical-AND/intersection):
        filters = map(_filter_siblings_of_node_helper, args)
        if disjoint:
            return reduce(lambda l, r: l | r, filters)
        else:
            return reduce(lambda l, r: l & r, filters)


[docs]    def query_siblings_of_node(self, *args, **kwargs):
        "Returns a query containing the siblings of passed-in nodes."
        session = kwargs.pop('session', None)
        if session is None:
            session = self._get_session_from_args_or_self(*args)
        return session.query(self.node_class) \
                      .filter(self.filter_siblings_of_node(*args, **kwargs))


[docs]    def filter_previous_siblings_of_node(self, *args, **kwargs):
        "Returns a filter condition identifying siblings to the left of passed-in nodes."
        # Include self in results
        include_self = kwargs.pop('include_self', False)
        # Logical-AND vs. -OR for reduction
        disjoint = kwargs.pop('disjoint',     True)
        for extra in kwargs:
            raise TypeError(u"unexpected keyword argument '%s'" % extra)

        def _filter_previous_siblings_of_node_helper(node):
            pk = getattr(node, self.pk_field.name)
            parent_id = getattr(node, self.parent_id_field.name)

            # Restrict to siblings via the parent_id value:
            filter_ = self.parent_id_field == parent_id

            if parent_id is None:
                # Restrict to the specified root node and those with lower
                # `tree_id` values:
                filter_ &= self.tree_id_field <= getattr(
                    node, self.tree_id_field.name)
            else:
                # Restrict to the specified child node and those with lower
                # `left` values:
                filter_ &= self.left_field <= getattr(
                    node, self.left_field.name)

            # Explicitly exclude node, if requested:
            if not include_self:
                filter_ &= self.pk_field != pk

            # We're done!
            return filter_

        # Combine SQL expression clauses into a clause identifying the combined
        # ancestors of each node in turn, according to the requested behavior in
        # handling disjoint sets (logical-OR/union vs.
        # logical-AND/intersection):
        filters = map(_filter_previous_siblings_of_node_helper, args)
        if disjoint:
            return reduce(lambda l, r: l | r, filters)
        else:
            return reduce(lambda l, r: l & r, filters)


[docs]    def query_previous_siblings_of_node(self, *args, **kwargs):
        "Returns a query containing siblings to the left of passed-in nodes."
        session = kwargs.pop('session', None)
        if session is None:
            session = self._get_session_from_args_or_self(*args)
        return session.query(
            self.node_class).filter(
            self.filter_previous_siblings_of_node(*args, **kwargs))


[docs]    def filter_next_siblings_of_node(self, *args, **kwargs):
        "Returns a filter condition identifying siblings to the right of passed-in nodes."
        # Include self in results
        include_self = kwargs.pop('include_self', False)
        # Logical-AND vs. -OR for reduction
        disjoint = kwargs.pop('disjoint',     True)
        for extra in kwargs:
            raise TypeError(u"unexpected keyword argument '%s'" % extra)

        def _filter_next_siblings_of_node_helper(node):
            pk = getattr(node, self.pk_field.name)
            parent_id = getattr(node, self.parent_id_field.name)
            left = getattr(node, self.left_field.name)

            # Restrict to siblings via the parent_id value:
            filter_ = self.parent_id_field == parent_id

            if parent_id is None:
                # Restrict to the specified root node and those with higher
                # `tree_id` values:
                filter_ &= self.tree_id_field >= getattr(
                    node, self.tree_id_field.name)
            else:
                # Restrict to the specified child node and those with higher
                # `left` values:
                filter_ &= self.left_field >= getattr(
                    node, self.left_field.name)

            # Explicitly exclude node, if requested:
            if not include_self:
                filter_ &= self.pk_field != pk

            # We're done!
            return filter_

        # Combine SQL expression clauses into a clause identifying the combined
        # ancestors of each node in turn, according to the requested behavior in
        # handling disjoint sets (logical-OR/union vs.
        # logical-AND/intersection):
        filters = map(_filter_next_siblings_of_node_helper, args)
        if disjoint:
            return reduce(lambda l, r: l | r, filters)
        else:
            return reduce(lambda l, r: l & r, filters)


[docs]    def query_next_siblings_of_node(self, *args, **kwargs):
        "Returns a query containing siblings to the right of passed-in nodes."
        session = kwargs.pop('session', None)
        if session is None:
            session = self._get_session_from_args_or_self(*args)
        return session.query(
            self.node_class).filter(
            self.filter_next_siblings_of_node(*args, **kwargs))


[docs]    def filter_children_of_node(self, *args):
        "Returns a filter condition for the children of passed-in nodes."
        def _filter_children_of_node_helper(node):
            # Since we store the denormalized depth field, this query is pretty
            # easy: just ask for those descendants with the correct depth
            # value.
            depth = getattr(node, self.depth_field.name) + 1

            # Oh yeah, using adjacency relation may be more efficient here. But one
            # can access AL-based children collection without this library at all.
            # And in this case we can be sure that at least the `(tree_id, left,
            # right)` index is used. `parent_id` field may not have index set up so
            # condition `pk == parent_id` in a SQL query could be even less
            # efficient.
            return self.filter_descendants_of_node(
                node) & (
                self.depth_field == depth)

        # Combine SQL expression clauses into a clause identifying the combined
        # ancestors of each node in turn, according to the requested behavior in
        # handling disjoint sets (logical-OR/union vs.
        # logical-AND/intersection):
        return reduce(
            lambda l, r: l | r,
            map(_filter_children_of_node_helper, args),
            sqlalchemy.sql.expression.false())


[docs]    def query_children_of_node(self, *args, **kwargs):
        "Returns a query containing the children of passed-in nodes."
        session = kwargs.pop('session', None)
        if session is None:
            session = self._get_session_from_args_or_self(*args)
        return session.query(self.node_class) \
                      .filter(self.filter_children_of_node(*args, **kwargs))


[docs]    def filter_descendants_of_node(self, *args, **kwargs):
        "Returns a filter condition for the descendants of passed-in nodes."
        # Include self in results
        include_self = kwargs.pop('include_self', False)
        # Logical-AND vs. -OR for reduction
        disjoint = kwargs.pop('disjoint',     True)
        for extra in kwargs:
            raise TypeError(u"unexpected keyword argument '%s'" % extra)

        def _filter_descendants_of_node_helper(node):
            tree_id = getattr(node, self.tree_id_field.name)
            left = getattr(node, self.left_field.name)
            right = getattr(node, self.right_field.name) - 1

            # If the caller requests the specified node to be included, this is most
            # easily accomplished by not incrementing left by one, so that the node
            # is now included in the resulting interval:
            left = include_self and left or left + 1

            # Restrict ourselves to just those nodes within the same tree:
            filter_ = self.tree_id_field == tree_id

            # Any node which has a left value between this node's left and right
            # values must be a descendant of this node:
            filter_ &= sqlalchemy.between(self.left_field, left, right)

            # We're done!
            return filter_

        # Combine SQL expression clauses into a clause identifying the combined
        # ancestors of each node in turn, according to the requested behavior in
        # handling disjoint sets (logical-OR/union vs.
        # logical-AND/intersection):
        filters = map(_filter_descendants_of_node_helper, args)
        if disjoint:
            return reduce(lambda l, r: l | r, filters)
        else:
            return reduce(lambda l, r: l & r, filters)


[docs]    def query_descendants_of_node(self, *args, **kwargs):
        "Returns a query containing the descendants of passed-in nodes."
        session = kwargs.pop('session', None)
        if session is None:
            session = self._get_session_from_args_or_self(*args)
        return session.query(self.node_class) \
                      .filter(self.filter_descendants_of_node(*args, **kwargs))\
                      .order_by(self)


[docs]    def filter_leaf_nodes(self):
        "Creates a filter condition containing all leaf nodes."
        return self.left_field == (self.right_field - 1)


[docs]    def query_leaf_nodes(self, session=None, *args, **kwargs):
        "Returns a query containing all leaf nodes."
        if session is None:
            # NOTE: ``self._get_obj`` only exists on instance managers--session may
            #       only be ``None`` if called from an instance manager of a node
            #       associated with a session.
            session = sqlalchemy.orm.object_session(self._get_obj())
        return session.query(self.node_class) \
                      .filter(self.filter_leaf_nodes(*args, **kwargs))


[docs]    def filter_leaf_nodes_by_tree_id(self, *args):
        """Creates a filter condition containing all leaf nodes of the tree(s)
        specified through the positional arguments (interpreted as tree ids)."""
        if args:
            return self.filter_leaf_nodes() & self.tree_id_field.in_(args)
        else:
            return self.pk_field != self.pk_field


[docs]    def query_leaf_nodes_by_tree_id(self, *args, **kwargs):
        """Returns a query containing all leaf nodes of the tree(s) specified
        through the positional arguments (interpreted as tree ids) using
        ``filter_leaf_nodes_by_tree_id`` and the session associated with this
        node. The session must be passed explicitly if called from a class
        manager."""
        session = kwargs.pop('session', None)
        if session is None:
            # NOTE: ``self._get_obj`` only exists on instance managers--session may
            #       only be ``None`` if called from an instance manager of a node
            #       associated with a session.
            session = sqlalchemy.orm.object_session(self._get_obj())
        return session.query(
            self.node_class).filter(
            self.filter_leaf_nodes_by_tree_id(*args, **kwargs))


[docs]    def filter_leaf_nodes_of_node(self, *args, **kwargs):
        """Get a filter condition returning the leaf nodes of the descendants of
        the passed-in nodes."""
        include_self = kwargs.pop(
            'include_self', False)  # Include self in results
        # Logical-AND vs. -OR for reduction
        disjoint = kwargs.pop('disjoint',     True)
        for extra in kwargs:
            raise TypeError(u"unexpected keyword argument '%s'" % extra)

        def _filter_leaf_nodes_of_node_helper(node):
            tree_id = getattr(node, self.tree_id_field.name)
            left = getattr(node, self.left_field.name)
            right = getattr(node, self.right_field.name) - 1

            # If the caller requests the specified node to be included, this is most
            # easily accomplished by not incrementing left by one, so that the node
            # is now included in the resulting interval:
            left = include_self and left or left + 1

            # Restrict ourselves to just those nodes within the same tree:
            filter_ = self.tree_id_field == tree_id

            # Restrict ourselves to leaf nodes...
            filter_ &= self.left_field == (self.right_field - 1)

            # ...which are descendants of this node (any node which has a left value
            # between this node's left and right values must be a descendant of this
            # node):
            filter_ &= sqlalchemy.between(self.left_field, left, right)

            # We're done!
            return filter_

        # Combine SQL expression clauses into a clause identifying the combined
        # ancestors of each node in turn, according to the requested behavior in
        # handling disjoint sets (logical-OR/union vs.
        # logical-AND/intersection):
        filters = map(_filter_leaf_nodes_of_node_helper, args)
        if disjoint:
            return reduce(lambda l, r: l | r, filters)
        else:
            return reduce(lambda l, r: l & r, filters)


[docs]    def query_leaf_nodes_of_node(self, *args, **kwargs):
        """Returns the leaf nodes of the descendants of the passed-in nodes, using
        ``filter_leaf_nodes_by_tree_id``. The session used to perform the
        query is either a) the session explicitly passed in, b) the session
        associated with the first bound positional parameter, or c) the session
        associated with the instance manager's node."""
        session = kwargs.pop('session', None)
        if session is None:
            session = self._get_session_from_args_or_self(*args)
        return session.query(self.node_class) \
                      .filter(self.filter_leaf_nodes_of_node(*args, **kwargs))


[docs]    def any_root_nodes(self, *args):
        "Return `True` if any of the positional arguments are root nodes."
        return reduce(
            lambda l, r: l or r,
            map(
                lambda node: getattr(node, self.parent_id_field.name) is None,
                args))


[docs]    def all_root_nodes(self, *args):
        "Return `False` unless every one of the positional arguments is a root node."
        return reduce(
            lambda l, r: l and r,
            map(
                lambda node: getattr(node, self.parent_id_field.name) is None,
                args))


[docs]    def any_child_nodes(self, *args):
        "Return `True` if any of the positional arguments are child nodes."
        return reduce(
            lambda l, r: l or r, map(lambda node: getattr(node, self.
                                                          parent_id_field.name) is not None, args))


[docs]    def all_child_nodes(self, *args):
        "Return `False` unless every one of the positional arguments is a child node."
        return reduce(
            lambda l, r: l and r, map(lambda node: getattr(node, self.
                                                           parent_id_field.name) is not None, args))


[docs]    def any_leaf_nodes(self, *args):
        "Return `True` if any of the positional arguments are leaf nodes."
        return reduce(
            lambda l, r: l or r,
            map(
                lambda node: getattr(node, self.left_field.name) ==
                getattr(node, self.right_field.name) - 1,
                args))


[docs]    def all_leaf_nodes(self, *args):
        """Return `False` unless every one of the positional arguments is a leaf
        node."""
        return reduce(
            lambda l, r: l and r,
            map(
                lambda node: getattr(node, self.left_field.name) ==
                getattr(node, self.right_field.name) - 1,
                args))


[docs]    def any_ancestors_of(self, descendant, *args, **kwargs):
        """Return `True` if the first positional argument is a descendant of any
        of the positional arguments that follow."""
        include_self = kwargs.pop(
            'include_self', False)  # Include self in results
        for extra in kwargs:
            raise TypeError(u"unexpected keyword argument '%s'" % extra)
        return self._are_ancestors_of_helper(
            True, include_self, descendant, *args)


[docs]    def all_ancestors_of(self, descendant, *args, **kwargs):
        """Return `False` unless every one of the remaining positional arguments
        is a ancestor of the first."""
        include_self = kwargs.pop(
            'include_self', False)  # Include self in results
        for extra in kwargs:
            raise TypeError(u"unexpected keyword argument '%s'" % extra)
        return self._are_ancestors_of_helper(
            False, include_self, descendant, *args)


    def _are_ancestors_of_helper(
            self, disjoint, include_self, descendant, *args):
        tree_id = getattr(descendant, self.tree_id_field.name)
        left = getattr(descendant, self.left_field.name)
        right = getattr(descendant, self.right_field.name)

        if include_self:
            left, right = left + 1, right - 1

        results = map(
            lambda node: getattr(node, self.tree_id_field.name) == tree_id and
            getattr(node, self.left_field.name) < left and
            getattr(node, self.right_field.name) > right,
            args)

        if disjoint:
            return reduce(lambda l, r: l or r, results)
        else:
            return reduce(lambda l, r: l and r, results)

[docs]    def any_siblings_of(self, sibling, *args, **kwargs):
        """Return `True` if the first positional argument is a sibling of any of
        the positional arguments that follow."""
        include_self = kwargs.pop(
            'include_self', False)  # Include self in results
        for extra in kwargs:
            raise TypeError(u"unexpected keyword argument '%s'" % extra)
        return self._are_siblings_of_helper(True, include_self, sibling, *args)


[docs]    def all_siblings_of(self, sibling, *args, **kwargs):
        """Return `False` unless every one of the remaining positional arguments
        is a sibling of the first."""
        include_self = kwargs.pop(
            'include_self', False)  # Include self in results
        for extra in kwargs:
            raise TypeError(u"unexpected keyword argument '%s'" % extra)
        return self._are_siblings_of_helper(
            False, include_self, sibling, *args)


    def _are_siblings_of_helper(self, disjoint, include_self, sibling, *args):
        pk = getattr(sibling, self.pk_field.name)
        parent_id = getattr(sibling, self.parent_id_field.name)

        if include_self:
            results = map(
                lambda node: getattr(node, self.parent_id_field.name) == parent_id and
                getattr(node, self.pk_field.name) != pk,
                args)
        else:
            results = map(
                lambda node: getattr(node, self.parent_id_field.name) ==
                parent_id, args)

        if disjoint:
            return reduce(lambda l, r: l or r, results)
        else:
            return reduce(lambda l, r: l and r, results)

[docs]    def any_children_of(self, parent, *args):
        """Return `True` if the first positional argument is the parent of any of
        the positional arguments that follow."""
        return self._are_children_of_helper(True, parent, *args)


[docs]    def all_children_of(self, parent, *args):
        """Return `False` unless every one of the remaining positional arguments
        is a child of the first."""
        return self._are_children_of_helper(False, parent, *args)


    def _are_children_of_helper(self, disjoint, parent, *args):
        pk = getattr(parent, self.pk_field.name)

        results = map(
            lambda node: getattr(node, self.parent_id_field.name) == pk,
            args)

        if disjoint:
            return reduce(lambda l, r: l or r, results)
        else:
            return reduce(lambda l, r: l and r, results)

[docs]    def any_descendants_of(self, ancestor, *args, **kwargs):
        """Return `True` if the first positional argument is a ancestor of any of
        the positional arguments that follow."""
        include_self = kwargs.pop(
            'include_self', False)  # Include self in results
        for extra in kwargs:
            raise TypeError(u"unexpected keyword argument '%s'" % extra)
        return self._are_descendants_of_helper(
            True, include_self, ancestor, *args)


[docs]    def all_descendants_of(self, ancestor, *args, **kwargs):
        """Return `False` unless every one of the remaining positional arguments
        is a descendant of the first."""
        include_self = kwargs.pop(
            'include_self', False)  # Include self in results
        for extra in kwargs:
            raise TypeError(u"unexpected keyword argument '%s'" % extra)
        return self._are_descendants_of_helper(
            False, include_self, ancestor, *args)


    def _are_descendants_of_helper(
            self, disjoint, include_self, ancestor, *args):
        tree_id = getattr(ancestor, self.tree_id_field.name)
        left = getattr(ancestor, self.left_field.name)
        right = getattr(ancestor, self.right_field.name)

        if include_self:
            left = left - 1

        results = map(
            lambda node: getattr(node, self.tree_id_field.name) == tree_id and
            getattr(node, self.left_field.name) > left and
            getattr(node, self.left_field.name) < right,
            args)

        if disjoint:
            return reduce(lambda l, r: l or r, results)
        else:
            return reduce(lambda l, r: l and r, results)

    # Constants used to specify a desired position relative to another node, for
    # use in moving and insertion methods that take a target parameter.
    POSITION_LEFT = 'left'
    POSITION_RIGHT = 'right'
    POSITION_FIRST_CHILD = 'first-child'
    POSITION_LAST_CHILD = 'last-child'

    def insert(
            self, node, target=None, position=POSITION_LAST_CHILD,
            session=None):
        ""
        options = self._tree_options

        setattr(node, options.delayed_op_attr, (target, position))

        setattr(node, options.tree_id_field.name, 0)

    def _get_session_from_args_or_self(self, *args):
        # Try retrieving the session from one of our positional parameters:
        for node in args:
            session = sqlalchemy.orm.object_session(node)
            if session is not None:
                return session
        # NOTE: ``self._get_obj`` only exists on instance managers--this
        #       fallback only works from an instance manager of a node
        #       associated with a session.
        return sqlalchemy.orm.object_session(self._get_obj())

[docs]    def rebuild(self, *args, **kwargs):
        """Rebuild tree parameters on the basis of adjacency relations for all
        nodes under the subtrees rooted by the nodes passed as positional
        arguments. Specifying no positional arguments performs a complete rebuild
        of all trees.

        :param order_by:
          an “order by clause” for sorting children nodes of each subtree.

        TODO: Support order_by. What about the rest of sqlalchemy_tree. Is
        any order_by used when inserting a new node?
        """
        options = self._tree_options
        order_by = kwargs.pop('order_by', options.pk_field)
        session = kwargs.pop('session',  None)

        if kwargs:
            if len(kwargs) == 1:
                message = u"unexpected keyword argument '%s'"
            else:
                message = u"unexpected keyword arguments '%s'"
            raise TypeError(message % "', '".join(kwargs.keys()))

        if session is None:
            for node in args:
                session = sqlalchemy.orm.object_session(node)
                if session is not None:
                    break
            if session is None:
                raise ValueError(
                    u"must specify session as keyword argument if no bound "
                    u"nodes are passed in as positional arguments")

        if len(args):
            root_node_ids = session.query(self.node_class) \
                .filter(options.pk_field.in_(
                [getattr(root, options.pk_field.name) for root in args]
            )) \
                .order_by(order_by) \
                .all()
        else:
            root_node_ids = session.execute(
                sqlalchemy.select([options.pk_field.name]).where(options.parent_id_field==None)
            ).fetchall()

        for idx, root_node_id in enumerate(root_node_ids):
            self._do_rebuild_subtree(session, root_node_id[0], 1, idx+1)

        session.commit()


    def _do_rebuild_subtree(self, session, pk, left, tree_id, depth=0):
        options = self._tree_options
        right = left + 1

        child_id_results = session.execute(
            sqlalchemy.select([options.pk_field]).where(options.parent_id_field==pk)
        ).fetchall()
        for result in child_id_results:
            right = self._do_rebuild_subtree(session, result[0], right, tree_id, depth+1)

        session.execute(options.table.update().values({
            options.tree_id_field.name: tree_id,
            options.left_field.name: left,
            options.right_field.name: right,
            options.depth_field.name: depth,
        }).where(options.pk_field==pk))

        return right + 1


# FIXME: write a helper routine that converts the args parameters of the
#   various *_of_node methods into standard form, so that either a positional
#   list of nodes, or a single list, set, or query object (or filter?) of
#   nodes in the first positional parameter can be used.
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  Source code for sqlalchemy_tree.options

#!/usr/bin/env python
# -*- coding: utf-8 -*-
"""
    sqlalchemy_tree.options
    ~~~~~~~~~~~~~~~~~~~~~~~

    :copyright: (C) 2012-2014 the SQLAlchemy-ORM-Tree authors and contributors
                <see AUTHORS file>.
    :license: BSD, see LICENSE for more details.
"""

from __future__ import absolute_import, division, print_function, \
    with_statement, unicode_literals

import sqlalchemy

from .types import TreeIdType, TreeLeftType, TreeRightType, TreeDepthType
from ._compat import string_types, py2map as map


[docs]class TreeOptions(object):

    """A container for options for one tree.

    :parameters:
      see :class:`TreeManager`.
    """

    def __init__(self,
                 table,
                 instance_manager_attr,
                 parent_id_field=None,
                 tree_id_field=None,
                 left_field=None,
                 right_field=None,
                 depth_field=None,
                 _attach_columns=True):
        # Record required options for future use:
        self.table = table
        self._node_manager_attr = None
        self.instance_manager_attr = instance_manager_attr
        self.delayed_op_attr = None

        # FIXME: Add support for composite primary keys.
        assert len(table.primary_key.columns) == 1, \
            "Composite primary keys not supported"

        # Record the primary key column for future use:
        [self.pk_field] = table.primary_key.columns

        # The parent_id_field is auto-detected by joining the table with itself
        # and using the right-hand side of the resulting ON clause. This default
        # behavior may be overidden by specifying the desired JOIN column directly
        # or by name.
        if parent_id_field is None:
            # Auto-detect by building a self-JOIN command:
            self.parent_id_field = table.join(table).onclause.right
        elif isinstance(parent_id_field, string_types):
            # Column specified by name:
            self.parent_id_field = table.columns[parent_id_field]
        else:
            # Column specified directly:
            assert isinstance(parent_id_field, sqlalchemy.Column)
            assert parent_id_field.table is table
            self.parent_id_field = parent_id_field

        def _check_field(table, field, name, type_):
            """Check field argument (one of `tree_id_field`, `left_field`,
            `right_field`, or `depth_field`), convert it from field name to `Column`
            object (if needed), create the column object (again, if needed) and
            check the existing `Column` object for sanity."""
            columns = [getattr(table.columns, key)
                       for key in table.columns.keys()]

            # If ‘field’ is not specified, we try to autodetect it from the columns
            # of the table based on ‘type_’.
            if field is None:
                candidates = [c for c in columns if isinstance(c.type, type_)]
                if len(candidates) == 1:
                    field = candidates[0]
                else:
                    field = 'tree_' + name

            # We assume that we'll be passed either a string or a SQLAlchemy Column
            # object (duck typing is not allowed). If what we're passed is a Column
            # object, we just need to check that
            if not isinstance(field, string_types):
                assert isinstance(field, sqlalchemy.Column)
                assert field.table is table

            # Otherwise we're passed a string, and either we find a field with that
            # name in the existing table Columns (likely but not necessarily if the
            # developer specified their own field name), or we'll have to create a
            # new column of the specified name and type, and insert it into the
            # table's column descriptions.
            elif field in table.columns:
                # Column exists:
                field = table.columns[field]
            else:
                # Column not found; create it:
                field = sqlalchemy.Column(field, type_(), nullable=False)
                if _attach_columns:
                    table.append_column(field)
                # And return (since we know the following checks are
                # redundant):
                return field

            # If we found the column or the developer specified it directly, we'll
            # do a quick sanity check to make sure that the column has the right
            # type and meta-attributes:
            assert isinstance(field.type, type_), \
                "The type of %s field should be %r" % (name, type_)
            assert not field.nullable, \
                "The %s field should not be nullable" % name

            # Field passes; return to caller:
            return field

        # Create (if necessary) or validate the properties of the core tree
        # fields:
        self.tree_id_field = _check_field(
            table, tree_id_field, 'id', TreeIdType)
        self.left_field = _check_field(
            table, left_field, 'left', TreeLeftType)
        self.right_field = _check_field(
            table, right_field, 'right', TreeRightType)
        self.depth_field = _check_field(
            table, depth_field, 'depth', TreeDepthType)
        self.required_fields = (
            self.tree_id_field,
            self.left_field,
            self.right_field,
            self.depth_field,
        )

        if _attach_columns:
            self.attach_indices()

    def attach_indices(self):
        # To speed up operations, we create an index containing just the core
        # three fields that we care about for tree operations:
        self.indices = [
            sqlalchemy.Index(
                '__'.join((self.table.name,
                           self.tree_id_field.name,
                           self.left_field.name,
                           self.right_field.name)),
                self.tree_id_field,
                self.left_field,
                self.right_field,
                # NOTE: Originally there was a constraint that tree_id, left, and
                #       right be unique, simply as a sanity check. However on some
                #       database backends that don't properly support atomic queries
                #       this is causing an IntegrityError during tree operations.
                # unique=True
            ),
        ]
        map(self.table.append_constraint, self.indices)

    def class_mapped(self, manager):
        ""
        self.class_manager = manager
        self.node_class = manager.node_class
        self.node_manager_attr = self._get_node_manager_attr()
        self.delayed_op_attr = self._get_delayed_op_attr()
        self.parent_field_name = self._get_parent_field_name()

    def _get_node_manager_attr(self):
        from .manager import TreeManager
        if self._node_manager_attr is None:
            self._node_manager_attr = [
                x for x in
                self.node_class.__dict__.items()
                if isinstance(x[1], TreeManager)
            ][0][0]
        return self._node_manager_attr

    def _get_delayed_op_attr(self):
        if self.delayed_op_attr is None:
            self._get_node_manager_attr()
            self.delayed_op_attr = '__'.join(
                [self._node_manager_attr, 'delayed_op'])
        return self.delayed_op_attr

    def _get_parent_field_name(self):
        for prop in self.node_class._sa_class_manager.mapper.iterate_properties:
            if (len(getattr(prop, 'local_side', [])) == 1 and
                    prop.local_side[0].name == self.parent_id_field.name):
                return prop.key
        for prop in self.node_class._sa_class_manager.mapper.iterate_properties:
            if (getattr(prop, 'remote_side', None) is not None and
                    getattr(prop.remote_side, 'name', None) == self.pk_field.name):
                return prop.key
            # Above test works for SQLAlchemy 0.7, the one below for 0.8
            if (len(getattr(prop, 'remote_side', [])) == 1 and
                    self.pk_field in prop.remote_side):
                return prop.key
        raise ValueError(
            u"could not auto-detect parent field name; tree extension will not "
            u"work property without a parent relationship defined")

[docs]    def order_by_clause(self):
        """Get an object applicable for usage as an argument for
        `Query.order_by()`. Used to sort subtree query by `tree_id` then
        `left`."""
        return sqlalchemy.sql.expression.asc(self.left_field)


        # FIXME: We should be sorting based on ``tree_id`` first, then ``left``
        #        (see disabled code below), however this was generating SQL not
        #        accepted by SQLite. Since most sorted queries are on just one
        #        tree in practice, ordering by just ``left`` will do for now. But
        #        when we have time we should find a cross-database method for
        #        ordering by multiple columns.
        #
        # return sqlalchemy.sql.expression.ClauseList(
        #  sqlalchemy.sql.expression.asc(self.tree_id_field),
        #  sqlalchemy.sql.expression.asc(self.left_field),
        #)
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  Source code for sqlalchemy_tree.exceptions

#!/usr/bin/env python
# -*- coding: utf-8 -*-
"""
    sqlalchemy_tree.exceptions
    ~~~~~~~~~~~~~~~~~~~~~~~~~~

    :copyright: (C) 2012-2014 the SQLAlchemy-ORM-Tree authors and contributors
                <see AUTHORS file>.
    :license: BSD, see LICENSE for more details.
"""

from __future__ import absolute_import, division, print_function, \
    with_statement, unicode_literals


__all__ = [
    'InvalidMoveError',
]


[docs]class InvalidMoveError(Exception):

    """An invalid node move was attempted. For example, attempting to make a
    node a child of itself."""
    pass
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  Source code for sqlalchemy_tree.manager.instance

#!/usr/bin/env python
# -*- coding: utf-8 -*-
"""
    sqlalchemy_tree.manager.instance
    ~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~

    A custom manager for working with trees of objects relative to a particular
    node.

    :copyright: (C) 2012-2014 the SQLAlchemy-ORM-Tree authors and contributors
                <see AUTHORS file>.
    :license: BSD, see LICENSE for more details.
"""

from __future__ import absolute_import, division, print_function, \
    with_statement, unicode_literals

# Python standard library, garbage collection
import weakref

# SQLAlchemy object-relational mapper and SQL expression language
import sqlalchemy

from sqlalchemy_tree.exceptions import InvalidMoveError

from .class_ import TreeClassManager

__all__ = (
    'TreeInstanceManager',
)

# ===----------------------------------------------------------------------===

# FIXME: There's a lot of explicit asserts in here, carried over from the
#        SQLAlchemy code. Because asserts can be ignored in production mode,
#        asserting introduces a distinction between production, development,
#        and testing environments, and should be avoided. These asserts shoud
#        all be either changed into explicit checks which raise exceptions, or
#        removed entirely on case by case basis.


[docs]class TreeInstanceManager(TreeClassManager):

    """A node manager, unique for each node instance. Created on first access to
    :class:`TreeManager` descriptor from instance. Implements API to query nodes
    related somehow to a particular node: descendants, ancestors, etc.

    :param class_manager:
      the :class:`TreeClassManager` associated with the node class, which is
      used to perform tree-altering behaviors.
    :param obj:
      particular node instance.
    """
    __slots__ = ('_tree_options', '_obj_ref', 'class_manager', 'node_class',
                 'mapper_extension', 'session_extension')

    def __init__(self, class_manager, obj, *args, **kwargs):
        kwargs.setdefault('options',           class_manager._tree_options)
        kwargs.setdefault('node_class',        class_manager.node_class)
        kwargs.setdefault('mapper_extension',  class_manager.mapper_extension)
        kwargs.setdefault('session_extension', class_manager.session_extension)
        super(TreeInstanceManager, self).__init__(*args, **kwargs)
        # The object is stored behind a weakref so that the Python interpreter
        # does the right thing and garbage collects the object if the only pointer
        # to it is this cached instance manager's _obj_ref field.
        self._obj_ref = weakref.ref(obj)
        self.class_manager = class_manager

    @property
    def pk(self):
        return getattr(self._get_obj(), self._tree_options.pk_field.name)

    @property
    def parent_id(self):
        return getattr(
            self._get_obj(), self._tree_options.parent_id_field.name)

    @property
    def parent(self):
        return getattr(self._get_obj(), self._tree_options.parent_field_name)

    @property
    def tree_id(self):
        return getattr(self._get_obj(), self._tree_options.tree_id_field.name)

    @property
    def left(self):
        return getattr(self._get_obj(), self._tree_options.left_field.name)

    @property
    def right(self):
        return getattr(self._get_obj(), self._tree_options.right_field.name)

    @property
    def depth(self):
        return getattr(self._get_obj(), self._tree_options.depth_field.name)

[docs]    def filter_root_node(self):
        """Return a filter condition identifying the root node of the tree which
        includes this node."""
        return self.filter_root_node_of_node(self._get_obj())


[docs]    def query_root_node(self):
        """Return a query containing the root node of the tree which includes this
        node."""
        return self.query_root_node_of_node(self._get_obj())


    @property
    def root_node(self):
        "Return the root node of the tree which includes this node."
        return self.query_root_node_of_node(self._get_obj()).one()

[docs]    def filter_ancestors(self, include_self=False):
        "The same as :meth:`filter_descendants` but filters ancestor nodes."
        return self.filter_ancestors_of_node(
            self._get_obj(), include_self=include_self)


[docs]    def query_ancestors(self, session=None, include_self=False):
        "The same as :meth:`query_descendants` but queries node's ancestors."
        return self.query_ancestors_of_node(
            self._get_obj(), session=session, include_self=include_self)


[docs]    def filter_parent(self):
        "Get a filter condition for a node's parent."
        return self.filter_parent_of_node(self._get_obj())


[docs]    def filter_siblings(self, include_self=False):
        "Get a filter condition for a node's siblings."
        return self.filter_siblings_of_node(
            self._get_obj(), include_self=include_self)


[docs]    def query_siblings(self, session=None, include_self=False):
        "Get a query containing a nodes siblings."
        return self.query_siblings_of_node(
            self._get_obj(), session=session, include_self=include_self)


[docs]    def filter_previous_siblings(self, include_self=False):
        "Get a filter condition for the siblings of a node which occur prior to it in tree ordering."
        return self.filter_previous_siblings_of_node(
            self._get_obj(), include_self=include_self)


[docs]    def query_previous_siblings(self, session=None, include_self=False):
        "Get a query containing the siblings of a node which occur prior to it in tree ordering."
        return self.query_previous_siblings_of_node(
            self._get_obj(), session=session, include_self=include_self)


[docs]    def filter_next_siblings(self, include_self=False):
        "Get a filter condition for the siblings of a node which occur subsequent to it in tree ordering."
        return self.filter_next_siblings_of_node(
            self._get_obj(), include_self=include_self)


[docs]    def query_next_siblings(self, session=None, include_self=False):
        "Get a query containing the siblings of a node which occur subsequent to it in tree ordering."
        return self.query_next_siblings_of_node(
            self._get_obj(), session=session, include_self=include_self)


    @property
    def previous_sibling(self):
        "Returns the previous sibling with respect to tree ordering, or `None`."
        if self.is_root_node:
            ordering = sqlalchemy.sql.expression.desc(self.tree_id_field)
        else:
            ordering = sqlalchemy.sql.expression.desc(self.left_field)
        return self.query_previous_siblings().order_by(ordering).first()

    @property
    def next_sibling(self):
        "Returns the next sibling with respect to tree ordering, or `None`."
        if self.is_root_node:
            ordering = sqlalchemy.sql.expression.asc(self.tree_id_field)
        else:
            ordering = sqlalchemy.sql.expression.asc(self.left_field)
        return self.query_next_siblings().order_by(ordering).first()

[docs]    def filter_children(self):
        """The same as :meth:`filter_descendants` but filters direct children only
        and does not accept an :attr:`include_self` parameter."""
        return self.filter_children_of_node(self._get_obj())


[docs]    def query_children(self, session=None):
        """The same as :meth:`query_descendants` but queries direct children only
        and does not accept an :attr:`include_self` parameter."""
        return self.query_children_of_node(self._get_obj(), session=session)


[docs]    def filter_descendants(self, include_self=False):
        """Get a filter condition for node's descendants.

        Requires that node has `tree_id`, `left`, `right` and `depth` values
        available (that means it has “persistent version” even if the node itself
        is in “detached” state or it is in “pending” state in `autoflush`-enabled
        session).

        Usage example::

          session.query(Node).filter(root.mp.filter_descendants()) \\
                             .order_by(Node.mp)

        This example is silly and meant only to illustrate the syntax for using
        `filter_descendants`, don't use it for such purpose as there is a better
        way for such simple queries: :meth:`query_descendants`.

        :param include_self:
          `bool`, if set to `True`, include this node in the filter as well.
        :return:
          a filter clause applicable as argument for
          `sqlalchemy.orm.Query.filter()` and others.
        """
        return self.filter_descendants_of_node(
            self._get_obj(), include_self=include_self)


[docs]    def query_descendants(self, session=None, include_self=False):
        """Get a query for node's descendants.

        Requires that node is in “persistent” state or in “pending” state in
        `autoflush`-enabled session.

        :param session:
          session object for query. If not provided, node's session is used. If
          node is in “detached” state and :attr:`session` is not provided, query
          will be detached too (will require setting `session` attribute to
          execute).
        :param include_self:
          `bool`, if set to `True` self node will be selected by query.
        :return:
          a `sqlalchemy.orm.Query` object which contains only node's descendants.
        """
        return self.query_descendants_of_node(
            self._get_obj(), session=session, include_self=include_self)


[docs]    def get_descendant_count(self):
        "Returns the number of descendants this node has."
        obj = self._get_obj()
        pk = getattr(obj, self.pk_field.name)
        left = getattr(obj, self.left_field.name)
        right = getattr(obj, self.right_field.name)

        # Make sure that node has been saved:
        if pk is None:
            return 0

        return (right - left - 1) / 2


[docs]    def filter_leaf_nodes(self, include_self=False):
        """Creates a filter containing leaf nodes of this node instance.

        Requires that node has `tree_id`, `left`, `right` and `depth` values
        available (that means it has “persistent version” even if the node itself
        is in “detached” state or it is in “pending” state in `autoflush`-enabled
        session).

        :param include_self:
          `bool`, if set to `True`, the filter will also include this node (if it
          is a leaf node).
        """
        return self.filter_leaf_nodes_of_node(
            self._get_obj(), include_self=include_self)


[docs]    def query_leaf_nodes(self, session=None, include_self=False):
        """Returns a query containing leaf nodes of this node instance.

        Requires that node has `tree_id`, `left`, `right` and `depth` values
        available (that means it has “persistent version” even if the node itself
        is in “detached” state or it is in “pending” state in `autoflush`-enabled
        session).

        :param session:
          session object for query. If not provided, node's session is used. If
          node is in “detached” state and :attr:`session` is not provided, query
          will be detached too (will require setting `session` attribute to
          execute).
        :param include_self:
          `bool`, if set to `True`, the filter will also include this node (if it
          is a leaf node).
        :return:
          a `sqlalchemy.orm.Query` object which contains only node's descendants
          which are themselves leaf nodes.
        """
        return self.query_leaf_nodes_of_node(
            self._get_obj(), session=session, include_self=include_self)


    @property
    def is_root_node(self):
        "Returns `True` if the node has no parent."
        return self.left == 1

    @property
    def is_child_node(self):
        "Returns `True` if the node has a parent."
        return self.left != 1

    @property
    def is_leaf_node(self):
        "Returns `True` if the node has no children."
        return self.left == self.right - 1

[docs]    def is_ancestor_of(self, descendant, include_self=False):
        "Returns `True` if the passed-in node is a descendant of this node."
        return self.any_ancestors_of(
            descendant, self._get_obj(), include_self=include_self)


[docs]    def is_sibling_of(self, sibling, include_self=True):
        "Returns `True` if the passed-in node is a sibling to this node."
        if self.parent_id != getattr(sibling, self.parent_id_field.name):
            return False
        return (include_self and True
                or self.pk != getattr(sibling, self.pk_field.name))


[docs]    def is_child_of(self, parent):
        "Returns `True` if the passed-in node is parent to this node."
        return self.parent_id == getattr(parent, self.pk_field.name)


[docs]    def is_descendant_of(self, ancestor, include_self=False):
        "Returns `True` if the passed-in node is an ancestor of this node."
        return self.any_descendants_of(
            ancestor, self._get_obj(), include_self=include_self)


    def _get_obj(self):
        "Dereference weakref and return node instance."
        return self._obj_ref()

    def _get_query(self, obj, session):
        """Get a `Query` object for this node's class, using the specified
        session. If :attr:`session` is `None`, tries to use :attr:`obj`'s session
        if it is available.

        :param session:
          a sqlalchemy `Session` instance or `None`.
        :return:
          a `sqlalchemy.orm.Query` instance.
        :raises AssertionError:
          if :attr:`session` is `None` and node is not bound to a session.
        """
        # Get the session containing the object, flushing it (if necessary) so as
        # to generate values for the tree fields if they don't already exist:
        obj_session = self._get_session_and_assert_flushed(obj)

        # Use object's session only if particular session was not specified:
        if session is None:
            session = obj_session

        # Have SQLAlchemy generate and return a new query object:
        return sqlalchemy.orm.Query(self.node_class, session=session)

    # FIXME: For some operations, `_get_session_and_assert_flushed` is called
    #        more than once by various layers in the call stack. This doesn't
    #        cause problems, but it is inefficient. We should figure out how to
    #        avoid that.
    def _get_session_and_assert_flushed(self, obj):
        """Ensure that node has “real” values in its `tree_id`, `left`, `right`
        and `depth` fields, and return node's session.

        Determines object session, flushs it if instance is in “pending” state and
        session has `autoflush == True`. Flushing is needed for the instance's
        `tree_id`, `left`, `right`, and `depth` fields to hold actual values. If
        the node is not bound to a session, we try to check that it was
        “persistent” once upon a time.

        :return:
          session object or `None` if node is in “detached” state.
        :raises AssertionError:
          if instance is in “pending” state and session has `autoflush` disabled.
        :raises AssertionError:
          if instance is in “transient” state (has no “persistent” copy and is not
          bound to a session).
        """
        # SQLAlchemy's object_sesion() function takes care of the magic of finding
        # the session object associated with our passed-in object:
        session = sqlalchemy.orm.session.object_session(obj)

        # If the object is newly created, the session needs to be flushed in order
        # for its tree fields to be populated with actual values. We detect this
        # case while being careful to protect the semantics of the autoflush
        # configuration:
        if session is not None:
            if obj in session.new:
                assert session.autoflush, (
                    u"instance %r is in “pending” state and attached to non-"
                    u"autoflush session. call `session.flush()` to be able to "
                    u"get filters and perform queries.") % obj
                session.flush()

        # Otherwise we make sure that each of the tree fields have been specified,
        # even though the object is not yet part of a session:
        else:
            assert all(getattr(obj, field.name) is not None
                       for field in self._tree_options.required_fields), \
                (u"instance %r seems to be in “transient” state. put it in the "
                 u"session to be able to get filters and perform queries.") % obj

        # Return the session object (or None):
        return session
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